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Introduction

Computer programming goes back a long way in one form or another. This ebook takes you on a journey from the foundational concepts of assembly language through modern algorithm analysis and optimization techniques.

Whether you’re a student beginning your computer science journey or a practitioner looking to solidify your understanding of fundamental concepts, this book provides a practical, hands-on approach to learning. Each module builds on the previous one, creating a coherent narrative that connects low-level computing concepts to high-level problem-solving techniques.

What You’ll Learn:


	How computers execute instructions at the hardware level

	Memory management and the role of pointers

	Algorithm efficiency and Big-O notation

	Sorting and searching algorithms

	Data structures including hash tables and graphs

	Basic encryption and compression techniques

	Constraint satisfaction and optimization problems



The activities throughout this book are designed to be run in Python, allowing you to experiment with the concepts and see them in action. I encourage you to not just read the code, but to run it, modify it, and explore how changes affect the output.




Chapter 1: Assembly Language Fundamentals

Computer programming goes back a long way in one form or another, but to give context to where we are going with this ebook I will start with Assembly Language.

x86 Assembly Language is a low-level programming language used to write programs directly for Intel x86 architecture CPUs, such as your everyday laptop or desktop computer. Here's a simplified overview of its structure, instruction set, registers, and execution process to help you grasp the basics:

1. **Instruction Set:**

The x86 instruction set is divided into numerous instructions, each performing specific tasks like arithmetic operations, data movement, or modifying control flow. Instructions can be classified as data transfer, arithmetic, logical, string, system, and jump/call.

2. **Registers:**

Registers are high-speed internal storage areas within the CPU. They hold data being operated on during processing. There are several types of registers in x86 architecture:

- General Purpose (EAX, EBX, ECX, EDX, ESP, EBP, ESI, and EDI)

- Segment (CS, DS, SS, ES, FS, and GS)

- Control (EF Flags)

- Floating Point (x87 FPU)

These registers are vital because they minimize the need to access slower main memory. In fact, the CPU only works on values stored in the registers, so every value needed from RAM must be moved into an appropriate register, and the desired result from an operation is moved to another register or back to RAM. This is done in the instruction cycle.

3. **Instruction Cycle:**

When a program is executed, the CPU follows an instruction cycle consisting of fetch, decode, execute, and writeback phases:

1. Fetch: The CPU fetches the next instruction from memory based on the program counter (EIP).

2. Decode: The instruction is decoded to determine the operation to be performed and any necessary operands.

3. Execute: The CPU performs the operations defined by the instruction using its various hardware units, like ALUs or FPUs.

4. Writeback: Results are written back into memory or registers as appropriate.

This cycle repeats continuously until an interrupt occurs or the program completes execution.

Here is an example of an Assembly Language program, properly annotated:

section .data

; Define variables in data section

int_var dd 42 ; 32-bit integer

float_var dd 3.14 ; 32-bit float

string_var db "Hello", 0 ; null-terminated string

section .text

global _start

_start:

; Load integer into EAX register

mov eax, [int_var]

; Load float into ST0 (floating point register)

fld dword [float_var]

; Load string address into ESI

lea esi, [string_var]

; Exit program

mov eax, 1

xor ebx, ebx

int 0x80

Very cryptic indeed! Most of the three-letter sequences you see, ex “mov” or “xor” are instructions or mathematical instructions while the sequences that end in “x” are registers. Remember that this is only a brief introduction to x86 assembly language.

Mastering it requires practice and patience, but understanding it will give you valuable insight into the inner workings of your computer!

Here is a C language program that does essentially the same, for comparison.

#include <stdio.h>

int main() {

// Define variables of different types

int int_var = 42; // 32-bit integer

float float_var = 3.14; // 32-bit float

char string_var[] = "Hello"; // Array of chars, null-terminated

// Print values

printf("Integer value: %d\n", int_var);

printf("Float value: %f\n", float_var);

printf("String value: %s\n", string_var);

// Show memory addresses using pointers

printf("\nMemory locations:\n");

printf("int_var address: %p\n", (void*)&int_var);

printf("float_var address: %p\n", (void*)&float_var);

printf("string_var address: %p\n", (void*)&string_var);

// Show how pointers can access the values

int* int_ptr = &int_var;

float* float_ptr = &float_var;

char* string_ptr = string_var; // Array name already acts as pointer

printf("\nAccessing via pointers:\n");

printf("Integer via pointer: %d\n", *int_ptr);

printf("Float via pointer: %f\n", *float_ptr);

printf("String via pointer: %s\n", string_ptr);

return 0;

}

And finally in Python:

# Define variables of different types

int_var = 42 # Integer (Python handles size automatically)

float_var = 3.14 # Float (Python handles precision automatically)

string_var = "Hello" # String (Python handles memory management)

# Print values

print("Integer value:", int_var)

print("Float value:", float_var)

print("String value:", string_var)

# Show memory info using id() function (closest Python gets to showing address)

print("\nMemory information:")

print("int_var memory location:", id(int_var))

print("float_var memory location:", id(float_var))

print("string_var memory location:", id(string_var))

# Unlike C, Python doesn't expose direct pointer access

# But we can demonstrate memory concepts with references

other_int = int_var # Creates reference to same integer

other_string = string_var # Creates reference to same string

print("\nDemonstrating references:")

print("int_var location:", id(int_var))

print("other_int location:", id(other_int))

print("Both variables reference same integer:", int_var is other_int)

The C language example is still fairly cryptic, or at least laden with a difficult syntax compared to Python. Indeed there is a school of thought in the academia that discourages the use of C language to teach programming because students tend to get frustrated and bogged down with the syntax. If you aren’t familiar with the term, “pointer”, it is basically a variable that holds a memory address as a value. Your computer handles what values are stored where when your program runs with pointers. This is one of the more frustrating concepts in learning C language that is managed by Python, so the programmer doesn’t have to deal with them.

C language programs are “compiled” (converted) into executable programs by a piece of software called a compiler. A common compiler is the “GCC” compiler; and it generally comes with Linux and Mac-OS. On either of those computers, you would create a plain text file with the name of your program and a “.c” extension; for example myprog.c . At a console or terminal you would type gcc -o myprog myprog.c (enter) to create an executable program called myprog that you could run simply by typing its name at the terminal.

An alternative is to search for an on-line C compiler, and simply copy in your code as indicated and hit the RUN button on the screen. Here is an illustration of the screen at onecompiler.com running the C program above.



In the illustration above in the upper-right corner you will see a button with a “C” and a down-arrow. This button opens a pick-list on this site to allow you to choose one of several languages. If you use this site, be sure to pick the correct language for your program. To use this ebook we encourage you to install Python and the simple Python editor called Idle on your computer. It will be more convenient that using the web page. If you choose not to, feel free to use an on-line compiler instead.

Activities: Use your favorite search engine for instructions to install Python3 on your own computer.

Copy the Python program from the e-book and run it in either Python/Idle on your own computer or an on-line compiler such as the one shown and discussed above. Compare the results to the C program results in the illustration above.




Chapter 2: Pointers and Memory Management

In Module One we talked about assembly language and the use of registers to track the data to be used in a program and how it is fetched and returned to addresses in RAM. As languages evolved, C Language for example, actual addresses were “abstracted” or represented by variable names. There are essentially two types of variables, some that represent addresses where values are stored, for example an integer; and others that represent addresses where other addresses are stored, called pointers. In C Language pointers have a specific syntax as you will see below, but in higher level languages such as Python essentially all variables are pointers to one complex data type or another there is no special syntax and when values are assigned the language takes care of the rest. More details below.

A scalar, also known as a primitive variable, is the most basic type of data structure in programming. Scalars store a single value of a simple data type such as integers (int), floating-point numbers (float/double), characters (char), or Boolean values (true/false). They are essential for performing simple calculations and storing individual pieces of information.

Pointers, on the other hand, are variables that hold memory addresses. In C and C++ programming languages, pointers allow direct access to a memory location where another variable is stored. When dealing with scalar variables, pointers can be used to manipulate them in various ways:

1) Dereferencing: The asterisk (*) operator is used to dereference a pointer, which means to access the value that the pointer holds. For example, if ptr is a pointer and var is a scalar variable, then *ptr =

var; assigns the value of var to the memory location pointed by ptr. I like to call the asterisk the “what’s in” symbol.

2) Address-of: The ampersand (&) operator gets the memory address of a variable. If we have a scalar variable named var, then &var can be assigned to a pointer that points to the location of var in memory. As implied, we can call the ampersand (&) the “address of” symbol. This simple code snippit should make it clear: int x; //declare an integer scalar variable x=5; //assign a value of 5 to x int* xptr; //declare a pointer to an integer xptr = &x; //xptr is assigned the address of x int y; //declare another integer scalar variable y = *xptr; // y is now whatever value is pointed to by xptr, in this case 5

3) Arithmetic operations on pointers: Since pointers hold addresses, they can be manipulated arithmetically to point to adjacent or distant memory locations. For example, if ptr is a pointer and size is the size of an element, then ptr++ increments the pointer to point to the next memory location of the same type.

In summary, pointers enable direct manipulation of scalar variables by allowing access to their memory locations. This can lead to more efficient code and provide additional flexibility for managing data structures in memory.

Pointers, a low-level data type commonly found in C and C++ programming languages, are typically absent from high-level, object-oriented (OO)

languages such as Python and Java. This omission stems from several key reasons:

1. **Safety and simplicity**: OO languages prioritize safety, ease of use, and minimizing opportunities for errors. Pointers can introduce complexities like memory management issues, dangling references, and segmentation faults that are not only difficult to debug but also potentially hazardous to a program's integrity.

2. **Automatic memory management**: Languages like Python (using garbage collection) and Java (with manual garbage collection through the JVM)

offer automatic memory allocation and deallocation, eliminating the need for explicit pointer usage and reducing the risk of memory leaks and other related errors.

3. **Object-oriented abstractions**: OO programming is based on the concept of objects that encapsulate data and methods. Pointers represent raw addresses of memory locations, which go against this abstraction as they expose low-level implementation details. This can lead to less maintainable and harder-to-understand code when working with pointers directly.

4. **Encouraging good programming practices**: By not offering pointers, OO languages like Python and Java encourage developers to follow better coding practices that promote reusability, modularity, and encapsulation, ultimately resulting in more robust and scalable software systems.

In Python, scalar variables, such as those found in languages like C or Java, are abstracted away to a large extent for the sake of simplicity and flexibility. Unlike those languages, Python primarily uses objects, which can represent scalars but have additional functionality built-in.

Some popular programming languages that have strong support for immutable objects include functional programming languages like Haskell, Erlang, and Scala, as well as more general-purpose languages like Java, C#, and Go, which provide built-in constructs to create and work with immutable objects.

Behind the scenes, Python uses pointers in its memory management. However, unlike C or C++ where you explicitly work with pointers, Python hides this complexity from users. When you assign an immutable primitive to a variable (e.g., `x = 5`), what happens is that Python creates a reference to the memory location where the integer 5 resides and assigns it to your variable `x`.

In essence, when you create a scalar variable in Python, you're essentially creating a reference or a "pointer" to an immutable object stored somewhere in the program's memory. This design decision allows Python to handle memory management efficiently, while also making the language more intuitive and beginner-friendly.

In Python, we have several data structures to store and manage different types of values, each with its unique characteristics and uses. Here's a breakdown of Strings, Arrays, Lists, Data Structures, and Classes:

1. Strings: A string is a sequence of characters enclosed within single quotes (e.g., 'Hello') or double quotes (e.g., "World"). Strings are immutable, meaning they cannot be changed once created. This makes them suitable for storing text, labels, and identifiers in Python programs. To access individual characters in a string, you can use indexing, starting from 0 for the first character.

Example: my_string = "Python"

You can print the third character of the string like this: print(my_string[2])

2. Arrays (in Python, we typically use lists): Lists are ordered collections of items (numbers or other values) enclosed within square brackets (e.g., my_list = [1, 2, 3, "four"]). Unlike strings, lists are mutable, meaning their elements can be changed after they have been created. This makes them suitable for storing collections of related items, such as a list of grades or a list of names. To access an item in a list, you use indexing, just like with strings.

Example: my_list = [1, 2, 3]

You can change the second element of the list like this: my_list[1] =

"two"

3. Lists vs Arrays (in other programming languages): While Python lists have similarities to arrays in other languages, they are more versatile because they can store multiple data types within a single list (e.g., integers, strings, and other lists). In contrast, traditional arrays in languages like C or Java typically only store one type of data.

4. Data Structures: The term "data structures" is an umbrella term for various ways to organize and manage data in a program. In Python, we've already discussed strings (sequences) and lists (dynamic arrays), but there are other data structures as well, such as sets (unordered collections without duplicates), dictionaries (key-value pairs), stacks, queues, trees, and graphs. Each data structure has its specific use cases for efficient storage and manipulation of various types of data.

5. Classes: In Python, a class is a blueprint or template for creating objects, which are instances of the class. When you define a class, you specify its attributes (properties) and methods (functions associated with the class). Classes allow you to create custom, user-defined data types that encapsulate related behaviors and properties. Creating and using classes is essential for object-oriented programming in Python.

Example: class Car: def __init__(self, make, model, year): self.make = make self.model = model self.year = year You can create an instance (object) of the class like this: my_car =

Car("Toyota", "Corolla", 2020). Each object will have its own attributes based on the initial values provided when the object is created, but they all share the same structure and behavior defined in the class.

It’s best that you have an understanding of the concept of pointers and the specific data types listed above as these are the data type that will be used in all of the examples that follow.




Chapter 3: Algorithm Analysis and Big-O Notation

In computer science, analyzing the performance of an algorithm is crucial for understanding its efficiency and limitations. Two key concepts used to measure the performance of algorithms are big-O notation, which describes the time complexity, and space complexity, which deals with the memory usage of an algorithm. In this explanation, we will explore these two concepts in more detail and provide examples on how to demonstrate their differences in algorithms.

Big-O Notation: Big-O notation is a way to describe the upper bound of an algorithm's time complexity as a function of its input size. It provides a high-level understanding of how an algorithm's running time grows as the input size increases. Big-O notations are often used to compare different algorithms and determine which one has better performance.

There are several common time complexities, such as O(1), O(log n), O(n), O(n log n), and O(n^2), where n represents the input size. Here is a brief description of each:

* O(1) - Constant Time Complexity: The algorithm takes the same amount of time regardless of the input size. An example of an O(1) operation is accessing an array element by index.

* O(log n) - Logarithmic Time Complexity: The algorithm's running time increases logarithmically as the input size grows. Binary search is a common example of an O(log n) algorithm, where each comparison eliminates half of the remaining elements in the array.

* O(n) - Linear Time Complexity: The algorithm's running time grows linearly with the input size. An example of an O(n) operation is iterating through an array or list and performing a simple calculation on each element.

* O(n log n) - Quasilinear Time Complexity: The algorithm's running time increases slightly faster than linear, but still scales well with large input sizes. Merge sort is a classic example of an O(n log n) algorithm.

* O(n^2) - Quadratic Time Complexity: The algorithm's running time grows quadratically with the input size. An example of an O(n^2) operation is performing nested loops, where the outer loop iterates through each element in the array and the inner loop performs a calculation on each pair of elements.

Space Complexity: Space complexity refers to the amount of memory used by an algorithm as a function of its input size. It helps determine whether an algorithm can handle large inputs or if it will run out of memory quickly. Similar to time complexity, space complexity is expressed in big-O notation, and common space complexities include O(1), O(n), O(log n), and O(n^2).

Demonstrating the Difference: To demonstrate the difference between different time and space complexities, consider the following examples.

Example 1 - Finding an Element in a Sorted Array (O(log n) vs. O(n)): Suppose we want to find an element in a sorted array of integers. We can use either linear search or binary search. Linear search has a time complexity of O(n), while binary search has a time complexity of O(log n).

The space complexity for both algorithms is O(1) since they do not store any additional data.

Example 2 - Sorting an Array (O(n^2) vs. O(n log n)): Comparing different sorting algorithms, we can look at bubble sort and merge sort. Bubble sort has a time complexity of O(n^2), while merge sort has a time complexity of O(n log n). However, the space complexity for merge sort is O(n) due to the additional memory required to split the array during the recursive calls, whereas bubble sort's space complexity is O(1).

In summary, big-O notation and space complexity are essential concepts in understanding an algorithm's performance. By examining time and space complexities, developers can choose the most efficient algorithms for their use cases, ensuring optimal resource usage and a positive user experience.

Let’s take the example of factorials using a recursive function – in other words, a function that calls itself, to calculate the value of 5 factorial (5!). We know that 5 factorial equals 5 * 4 * 3 * 2 *1, or 120. Here is a function in Python that would model this: def factorial(n): if n == 0 or n == 1: return 1

else: return n * factorial(n-1)

In a nutshell, we keep multiplying the product of n and the number below it; like this:

5 * 4=20

20 * 3 = 60

60* 2 = 120

120 * 1 = 120 (we stop here because n is equal to 1)

This function has a Big-O value of O(n) because there is a linear relationship between the size of “n” and the number of cycles we have to make through the function. Now consider that we write a program that will use this factorial function many times. Each time the function is called, we must complete the total cycles corresponding to the value of “n”; in other word, we are “re-inventing the wheel” each time. Now suppose each time we need to use the function, we save the results – on the assumption that if we need the function again with the value of “n” that we have used before, we don’t have to recalculate the result we just use what we stored earlier.

Memoization is a technique used to speed up computer programs by storing the results of expensive function calls and reusing them when the same inputs occur again. In the context of factorials, we can use memoization to store previously calculated factorial values in a lookup table or cache, and reuse those stored values instead of recalculating them from scratch each time.

For example, let's say we have a function `factorial(n)` that calculates the factorial of a number `n`. Without memoization, this function would need to perform repeated calculations of lower-order factorials each time it is called, leading to inefficiencies and redundancy.

With memoization, however, we can store previously calculated factorial values in a lookup table or cache, so that when the same inputs occur again, the function can simply look up the precomputed value instead of recalculating it from scratch. This can significantly speed up the function and reduce redundancy. Consider the following replacement code: Python program with memoization: memo = {}

def factorial(n): if n == 0 or n == 1: return 1

elif n in memo: return memo[n]

else: result = n * factorial(n-1)

memo[n] = result return result In Python, ad dictionary is a set of key-value pairs. If you are familiar with Java, a dictionary is like a HashMap or a HashTable. In the new program, we use a dictionary `memo` to store previously calculated factorial values. Here we will use the value of “n” as the key, and “n-factorial” as the corresponding value. Each time the function is called with a new input `n`, we first check if that value has already been computed and stored in the `memo` dictionary. If so, we simply return the precomputed value. Otherwise, we perform the calculation as usual and store the result in the `memo` dictionary for future reference. This allows us to avoid redundant calculations and significantly speed up the function. Now we have been talking about time and space complexity. As stated earlier, the original factorial calculation has a time complexity of “n” (Big-O(n)) because the bigger the “n” value is, the more cycles we have to make through the function. However, searching a set of key-value pairs is considered a time complexity of 1 (Big-O(1)) because no matter how big the dictionary gets, we use the key to go directly to the value. Note that memorization doesn’t require a recursive function; it can be used anywhere a function with a complicated calculation is likely to be used many times in a program.

Memoization, and for that matter recursion, aren’t always practical, but if they are, let’s take advantage of them.

Here is a very practical example of memoization. The distance between two given cities (as the crow flies, not necessarily by roads) can be calculated by using their longitude and latitude coordinates and a calculation called the Haversine Formula. Here is the formula, and it isn’t pretty!



Now, suppose we are making travel plans requiring many trips to and from different cities. Would it be more efficient for our program to calculate a given pair of cities each time they are used, or to store the distance for that pair to be used whenever its needed. Obviously, the answer is to store them. Here is a Python program to do just that.

import math from functools import lru_cache

# City coordinates (latitude, longitude) in degrees cities = {

"New York": (40.7128, -74.0060),

"Los Angeles": (34.0522, -118.2437),

"Chicago": (41.8781, -87.6298),

"Houston": (29.7604, -95.3698),

"Phoenix": (33.4484, -112.0740),

"Philadelphia": (39.9526, -75.1652),

"San Antonio": (29.4241, -98.4936),

"San Diego": (32.7157, -117.1611),

"Dallas": (32.7767, -96.7970),

"San Francisco": (37.7749, -122.4194)

}

# Manual memoization with a dictionary distance_cache = {}

def haversine(lat1, lon1, lat2, lon2):

"""

Calculate the great circle distance between two points on the earth (specified in decimal degrees)

"""

# Convert decimal degrees to radians lat1, lon1, lat2, lon2 = map(math.radians, [lat1, lon1, lat2, lon2])

# Haversine formula dlon = lon2 - lon1

dlat = lat2 - lat1

a = math.sin(dlat/2)**2 + math.cos(lat1) * math.cos(lat2) * math.sin(dlon/2)**2

c = 2 * math.asin(math.sqrt(a))

r = 6371 # Radius of earth in kilometers return c * r def get_distance(city1, city2):

"""Calculate distance between two cities with memoization"""

# Create a unique key for the city pair (sorted to ensure consistency)

key = tuple(sorted([city1, city2]))

# Check if this calculation is already in our cache if key in distance_cache: print(f"Cache hit for {city1} to {city2}!")

return distance_cache[key]

# If not in cache, calculate the distance print(f"Cache miss for {city1} to {city2}, calculating...")

lat1, lon1 = cities[city1]

lat2, lon2 = cities[city2]

distance = haversine(lat1, lon1, lat2, lon2)

# Store result in cache for future use distance_cache[key] = distance return distance

# Example usage def demonstrate_memoization(): print("Distance from New York to Los Angeles:")

# First call - will calculate distance1 = get_distance("New York", "Los Angeles")

print(f"Distance: {distance1:.2f} km")

print("\nDistance from Los Angeles to New York:")

# Should use cached value (same cities, different order)

distance2 = get_distance("Los Angeles", "New York")

print(f"Distance: {distance2:.2f} km")

print("\nDistance from Chicago to Houston:")

# New calculation distance3 = get_distance("Chicago", "Houston")

print(f"Distance: {distance3:.2f} km")

print("\nDistance from New York to Los Angeles (again):")

# Should use cached value distance4 = get_distance("New York", "Los Angeles")

print(f"Distance: {distance4:.2f} km")

# Calculate all distances between cities print("\nCalculating all distances between cities...")

all_cities = list(cities.keys())

for i, city1 in enumerate(all_cities): for city2 in all_cities[i+1:]: distance = get_distance(city1, city2)

print(f"{city1} to {city2}: {distance:.2f} km")

if __name__ == "__main__": demonstrate_memoization()

# Print cache statistics print(f"\nTotal cached distances: {len(distance_cache)}")

# Example of calculating the optimal route (simplified)

print("\nExample of route calculation (which would benefit from memoization):")

route = ["New York", "Chicago", "Houston", "Los Angeles", "San Francisco", "New York"]

total_distance = 0

for i in range(len(route) - 1): from_city = route[i]

to_city = route[i + 1]

leg_distance = get_distance(from_city, to_city)

total_distance += leg_distance print(f"Leg {i+1}: {from_city} to {to_city} = {leg_distance:.2f} km")

print(f"Total route distance: {total_distance:.2f} km")




Chapter 4: Searches, Sorts, and Efficiency (Part 1)

In programming there is almost always more than one way to “skin a cat”, in other words, solve a problem. In modern personal computer programs involving hundreds of lines will generally produce results before your finger leaves the return key; and memory is nearly never an issue. However, programs containing tens of thousands of lines (the latest Linux kernel contains tens of millions of lines of code) or code that must run in real-time (an automobile engine has 15-30 sensors to monitor, for example) must be coded as efficiently as possible. In this unit we will look at some simple processes that are quite common, namely searches and sorts, and determine their efficiencies in terms of time complexity or Big-O notation.

Let’s start with a very simple algorithm, the Bubble Sort. Take a deck of playing cards and separate one complete suit. Shuffle them and lay them out in a row. Our task will be to sort them, either ascending or descending, doesn’t matter; using this process.


	Look at the first and second cards; since computer programming is “zero-based”, we will call these cards card-zero and card-one. If we are sorting in ascending order, if card-zero is higher than card-one, flip their positions. Now do the same with card-one and card-two, then card-two with card-three, and so on until you reach the end. When you reach the end, you will have examined and possibly switched thirteen pairs. Make a note of that 13. More than likely the cards will not be properly sorted yet, so you will have to repeat the process. Your value of 13 now becomes 26. Another round raises your examinations and possible swaps to 39.


	Now, assume that the ACE is the highest card, but your shuffle just happened to put the ACE in the card-zero position. It will take at least TWELVE passes to move the ACE to the highest position, card-twelve. So in order to be absolutely positive that the highest card will end up at the top, we must do passes equal to the number of cards minus 1. If we used two suits together, assume clubs and hearts, and we wanted to put all the clubs in order followed by all of the hearts in order, how many passes would it take?




To make life simple think of the testing of each pair as a task, and one pass takes 13 tasks. And as stated, we need 12 passes, so the number of tasks is 12*13. For two suits the number of tasks would be 25*26; three suits would be 38*39 and so on. Avoiding some rather complex math we can see that the number of tasks is approximately the number of cards squared. So we give this sort algorithm a Big-O rating of n^2. Not efficient at all for large numbers.

Well, I have a little confession to make. In an optimized Bubble-Sort algorithm, we don’t need quite as many passes as n*n-1. This is because after the first pass, we are guaranteed that the highest card will be at the top. So on the next pass, the comparisons can be reduced by 1. After the second pass, the second highest card will be in the right position so in the third pass, we can reduce the number of comparisons by two, and so on.

But even though the optimization reduces the number of comparisons from n² to n(n-1)/2, the Big-O notation remains O(n²) because we're still looking at the growth rate as n increases.

In Big-O analysis, we drop constants and lower-order terms, so both n² and n(n-1)/2 = (n² - n)/2 simplify to O(n²).

This is one of those cases where the implementation details can make a practical difference without changing the theoretical complexity class. The standard bubble sort with this optimization is about twice as fast as the "examine every pair every time" version, but both are still considered O(n²) algorithms.

Activity: Copy and run the program below to see what we mean.

def bubble_sort_cards(cards):

"""

Implements bubble sort on a list of cards, counting comparisons.

Each card is represented as a tuple: (value, name)

"""

n = len(cards)

total_comparisons = 0

# Keep track of step-by-step details steps = []

# Bubble sort algorithm with full n^2 comparisons for i in range(n):

# Track comparisons in this pass pass_comparisons = 0

# For each pass, print what we're doing print(f"\nPass {i+1}:")

print(f"Current order: {[card[1] for card in cards]}")

for j in range(0, n-1): # Always compare all pairs in each pass

# Count this comparison total_comparisons += 1

pass_comparisons += 1

# Print which cards we're comparing print(f" Comparing {cards[j][1]} and {cards[j+1][1]}", end=": ")

# Check if we need to swap if cards[j][0] > cards[j+1][0]: cards[j], cards[j+1] = cards[j+1], cards[j]

print("Swapped")

else: print("No swap needed")

# Record this pass steps.append({

'pass': i+1,

'comparisons': pass_comparisons,

'cumulative_comparisons': total_comparisons,

'current_order': [card[1] for card in cards].copy()

})

return total_comparisons, steps def main():

# Create a shuffled deck of one suit

# Format: (card value, card name)

cards = [

(14, "Ace"),

(2, "2"),

(3, "3"),

(4, "4"),

(5, "5"),

(6, "6"),

(7, "7"),

(8, "8"),

(9, "9"),

(10, "10"),

(11, "Jack"),

(12, "Queen"),

(13, "King")

]

# Let's shuffle the cards for a more interesting example

# We'll use a specific shuffle pattern instead of random to make the output predictable shuffled_cards = [

(13, "King"),

(10, "10"),

(14, "Ace"),

(6, "6"),

(11, "Jack"),

(4, "4"),

(9, "9"),

(2, "2"),

(7, "7"),

(12, "Queen"),

(5, "5"),

(3, "3"),

(8, "8")

]

print("Starting with shuffled cards:")

print([card[1] for card in shuffled_cards])

print("\nBeginning bubble sort...")

# Sort the cards and count comparisons total_comparisons, steps = bubble_sort_cards(shuffled_cards)

# Print final results print("\nFinal sorted order:")

print([card[1] for card in shuffled_cards])

print(f"\nTotal number of comparisons: {total_comparisons}")

# Print summary of each pass print("\nSummary of sorting process:")

print("------------------------------")

for step in steps: print(f"Pass {step['pass']}: {step['comparisons']} comparisons (cumulative: {step['cumulative_comparisons']})")

print(f" Order: {step['current_order']}")

if __name__ == "__main__": main()

This big program is complicated with a lot of display lines to show progression through the sort – and the main purpose might seem “lost in the sauce”. Here is a simpler version where the first half shows the basic bubble-sort where we compare each pair in each pass; and the second half reduces the comparison of pairs progressively as the higher cards fall in the right location.

Activity: Copy and run this code: def bubble_sort_simple(arr):

"""

Simple bubble sort that examines all pairs in each pass.

This is the O(n²) version with exactly n*(n-1) comparisons.

"""

n = len(arr)

# Perform n passes for i in range(n):

# Compare all adjacent pairs in each pass for j in range(n-1):

# Swap if needed if arr[j] > arr[j+1]: arr[j], arr[j+1] = arr[j+1], arr[j]

return arr def bubble_sort_optimized(arr):

"""

Optimized bubble sort that reduces the number of comparisons in each pass.

This version makes n*(n-1)/2 comparisons in the worst case.

"""

n = len(arr)

# Perform at most n passes for i in range(n):

# Compare only unsorted adjacent pairs

# Each pass, we need to check one fewer pair

# NOTE: Variable "i" causes optimization below by reducing inner loopy for j in range(n-i-1):

# Swap if needed if arr[j] > arr[j+1]: arr[j], arr[j+1] = arr[j+1], arr[j]

return arr

# Example usage if __name__ == "__main__":

# Sample card values (simplified to numbers for clarity)

# 2-10 are face value, 11=Jack, 12=Queen, 13=King, 14=Ace cards = [7, 2, 14, 10, 5, 13, 8, 3, 11, 6, 12, 4, 9]

print("Original array:", cards)

print("\n--- SIMPLE BUBBLE SORT (examines all pairs) ---")

print("\n--- OPTIMIZED BUBBLE SORT (reduces comparisons) ---")




Chapter 5: Searches, Sorts, and Efficiency (Part 2)

Module four presented an example of how time complexity (Big-O) relates to algorithms while our brief discussion of memoization can affect space complexity or memory use. In this module we will look at some better sort algorithms as well as search algorithms and their Big-O values. First, as short list of some common search and sort algorithms and their Big-O values:

Sorting Algorithms

————————————————————————– Algorithm Best Average Worst Space Case** Case** Case** Complexity** ————— ———- ————– ———— ——————- Bubble Sort O(n) O(n²) O(n²) O(1)

Selection Sort O(n²) O(n²) O(n²) O(1)

Insertion Sort O(n) O(n²) O(n²) O(1)

Merge Sort O(n log n) O(n log n) O(n log n) O(n)

                                                        --------------------------------------------------------------------------

Searching Algorithms

————————————————————————– Algorithm Best Average Worst Space Case** Case** Case** Complexity** ————— ———- ————– ———— ——————- Linear Search O(1) O(n) O(n) O(1)

Binary Search O(1) O(log n) O(log n) O(1) ————————————————————————–

There are plenty more, but this will give us a few to work with. Since we started with the Bubble-Sort, let’s continue with sort algorithms first. Let’s consider the Selection Sort.

Activity – Take your card suit, shuffle them, and lay them out in a row. We will sort from lowest to highest, and again, the first card will be card-zero. This card, since it is the first we encountered, is the lowest. (It’s also the highest so far, but if we are sorting in ascending order, this is irrelevant.)

Now continue through the cards until you find one that is lower than card-zero, and when you do make a note of it’s position and consider that card the lowest card. Continue this process until you reach the end, checking for a card lower than the “current” lowest and noting it’s position. When you reach the end, swap the lowest card (remember, you kept track of it’s position) with card-zero. If we did this correctly, the “two” card will be in position zero now (assuming the Ace is highest).

Now, repeat this process but start at position-one. Note: Don’t just search for the “three” card because in a real situation you can’t assume all the values are one apart, eg. the “three” card might be lost.

When we are finished, all of the cards should be in order.

Activity – copy and run this simulation in Python and examine the results.

def selection_sort_cards(cards):

"""

Implements selection sort on a list of cards, counting comparisons.

Each card is represented as a tuple: (value, name)

"""

n = len(cards)

total_comparisons = 0

# Keep track of step-by-step details steps = []

# Selection sort algorithm for i in range(n):

# For each position, find the minimum element in the unsorted portion min_idx = i pass_comparisons = 0

print(f"\nPass {i+1}: Finding minimum card to place at position {i}")

print(f"Current order: {[card[1] for card in cards]}")

print(f"Current minimum: {cards[min_idx][1]} (at position {min_idx})")

# Find the minimum element for j in range(i + 1, n): total_comparisons += 1

pass_comparisons += 1

print(f" Comparing current minimum {cards[min_idx][1]} with {cards[j][1]}", end=": ")

if cards[j][0] < cards[min_idx][0]: print(f"New minimum found ({cards[j][1]})")

min_idx = j else: print("No change")

# Swap the found minimum element with the element at position i if min_idx != i: print(f" Swapping {cards[i][1]} with {cards[min_idx][1]}")

cards[i], cards[min_idx] = cards[min_idx], cards[i]

else: print(f" {cards[i][1]} is already in the correct position")

# Record this pass steps.append({

'pass': i+1,

'comparisons': pass_comparisons,

'cumulative_comparisons': total_comparisons,

'current_order': [card[1] for card in cards].copy()

})

return total_comparisons, steps def main():

# Create a shuffled deck of one suit

# Format: (card value, card name)

cards = [

(14, "Ace"),

(2, "2"),

(3, "3"),

(4, "4"),

(5, "5"),

(6, "6"),

(7, "7"),

(8, "8"),

(9, "9"),

(10, "10"),

(11, "Jack"),

(12, "Queen"),

(13, "King")

]

# Let's shuffle the cards for a more interesting example

# We'll use a specific shuffle pattern instead of random to make the output predictable shuffled_cards = [

(13, "King"),

(10, "10"),

(14, "Ace"),

(6, "6"),

(11, "Jack"),

(4, "4"),

(9, "9"),

(2, "2"),

(7, "7"),

(12, "Queen"),

(5, "5"),

(3, "3"),

(8, "8")

]

print("Selection Sort Algorithm Demonstration")

print("======================================")

print("\nThe Selection Sort algorithm works by repeatedly finding the minimum element")

print("from the unsorted portion of the array and placing it at the beginning.")

print("Unlike Bubble Sort, the number of swaps is minimized (maximum n-1 swaps).")

print("\nStarting with shuffled cards:")

print([card[1] for card in shuffled_cards])

print("\nBeginning selection sort...")

# Sort the cards and count comparisons total_comparisons, steps = selection_sort_cards(shuffled_cards)

# Print final results print("\nFinal sorted order:")

print([card[1] for card in shuffled_cards])

print(f"\nTotal number of comparisons: {total_comparisons}")

print(f"Total number of passes: {len(steps)}")

# Print summary of each pass print("\nSummary of sorting process:")

print("------------------------------")

for step in steps: print(f"Pass {step['pass']}: {step['comparisons']} comparisons (cumulative: {step['cumulative_comparisons']})")

print(f" Order after pass: {step['current_order']}")

# Explain the O(n²) nature of selection sort print("\nSelection Sort Complexity Analysis:")

print("----------------------------------")

print(f"For {n} cards, Selection Sort always performs:")

print(f"(n-1) + (n-2) + ... + 2 + 1 = n(n-1)/2 = {n}*({n}-1)/2 = {n*(n-1)//2} comparisons")

print("This gives Selection Sort a time complexity of O(n²).")

print("However, Selection Sort performs at most (n-1) swaps, which is efficient when swap operations are costly.")

if __name__ == "__main__": n = 13 # Number of cards main()

As it turns out, efficiency-wise the Selection Sort algorithm isn’t really any better than the improved Bubble-Sort; it’s just different. First, the number of cards determines the number of passes; just like the Bubble-Sort. Second, we are stopping at every card to make a comparison; we are just using the lowest vs. the current position instead of adjacent positions. So again, we find ourselves with a Big-O value of n^2, or n-squared.

Things don’t get any better until we get to the Merge Sort. The Merge Sort is a bit difficult to grasp so we will approach the demonstration a little differently. First, run the simulation.

Activity – copy and run this Python program.

def merge_sort_cards(cards, start=0, end=None, depth=0, total_comparisons=None):

"""

Implements merge sort on a list of cards, counting comparisons.

Each card is represented as a tuple: (value, name)

Args: cards: The list of cards to sort start: Start index of the current subarray end: End index of the current subarray (exclusive)

depth: Current recursion depth for indentation total_comparisons: Counter for tracking comparisons across recursive calls Returns: total_comparisons: The total number of comparisons made

"""

if total_comparisons is None: total_comparisons = {'count': 0}

if end is None: end = len(cards)

# Base case: if the subarray has 1 or 0 elements, it's already sorted if end - start <= 1: indent = " " * depth print(f"{indent}Subarray with 1 or 0 elements is already sorted: {[cards[i][1] for i in range(start, end)]}")

return total_comparisons

# Calculate the middle point mid = (start + end) // 2

indent = " " * depth print(f"{indent}Splitting array at depth {depth}:")

print(f"{indent}Left half: {[cards[i][1] for i in range(start, mid)]}")

print(f"{indent}Right half: {[cards[i][1] for i in range(mid, end)]}")

# Recursively sort the left half merge_sort_cards(cards, start, mid, depth + 1, total_comparisons)

# Recursively sort the right half merge_sort_cards(cards, mid, end, depth + 1, total_comparisons)

# Merge the sorted halves merge(cards, start, mid, end, depth, total_comparisons)

return total_comparisons def merge(cards, start, mid, end, depth, total_comparisons):

"""

Merges two sorted subarrays into a single sorted subarray.

Args: cards: The list of cards start: Start index of the first subarray mid: End index of the first subarray and start index of the second end: End index of the second subarray depth: Current recursion depth for indentation total_comparisons: Counter for tracking comparisons

"""

indent = " " * depth print(f"{indent}Merging two sorted subarrays:")

print(f"{indent}Left: {[cards[i][1] for i in range(start, mid)]}")

print(f"{indent}Right: {[cards[i][1] for i in range(mid, end)]}")

# Create temporary arrays for the left and right subarrays left = cards[start:mid]

right = cards[mid:end]

# Pointers for the left, right, and merged arrays i, j, k = 0, 0, start

# Merge the two subarrays while i < len(left) and j < len(right): total_comparisons['count'] += 1

print(f"{indent} Comparing {left[i][1]} with {right[j][1]}", end=": ")

if left[i][0] <= right[j][0]: print(f"Taking {left[i][1]} from left array")

cards[k] = left[i]

i += 1

else: print(f"Taking {right[j][1]} from right array")

cards[k] = right[j]

j += 1

k += 1

# Copy any remaining elements from the left subarray while i < len(left): print(f"{indent} Taking remaining {left[i][1]} from left array")

cards[k] = left[i]

i += 1

k += 1

# Copy any remaining elements from the right subarray while j < len(right): print(f"{indent} Taking remaining {right[j][1]} from right array")

cards[k] = right[j]

j += 1

k += 1

print(f"{indent}After merging: {[cards[i][1] for i in range(start, end)]}")

def main():

# Create a shuffled deck of one suit

# Format: (card value, card name)

cards = [

(14, "Ace"),

(2, "2"),

(3, "3"),

(4, "4"),

(5, "5"),

(6, "6"),

(7, "7"),

(8, "8"),

(9, "9"),

(10, "10"),

(11, "Jack"),

(12, "Queen"),

(13, "King")

]

# Let's shuffle the cards for a more interesting example

# Using a consistent pattern for reproducible output shuffled_cards = [

(13, "King"),

(10, "10"),

(14, "Ace"),

(6, "6"),

(11, "Jack"),

(4, "4"),

(9, "9"),

(2, "2"),

(7, "7"),

(12, "Queen"),

(5, "5"),

(3, "3"),

(8, "8")

]

print("Merge Sort Algorithm Demonstration")

print("==================================")

print("\nMerge Sort is a divide-and-conquer algorithm that:")

print("1. Divides the array into two halves")

print("2. Recursively sorts each half")

print("3. Merges the sorted halves back together")

print("\nStarting with shuffled cards:")

print([card[1] for card in shuffled_cards])

# Make a copy of the cards to preserve the original for display cards_to_sort = shuffled_cards.copy()

print("\nBeginning merge sort...")

total_comparisons = merge_sort_cards(cards_to_sort)

# Print final results print("\nFinal sorted order:")

print([card[1] for card in cards_to_sort])

print(f"\nTotal number of comparisons: {total_comparisons['count']}")

# Explain the O(n log n) nature of merge sort n = len(cards_to_sort)

print("\nMerge Sort Complexity Analysis:")

print("------------------------------")

print(f"For {n} cards, Merge Sort has:")

print(f"- Time complexity: O(n log n) = O({n} log {n})")

print(f"- Space complexity: O(n) = O({n})")

print("\nWhy O(n log n)?")

print("- The 'log n' comes from dividing the array in half at each level (~ log₂ n levels)")

print("- The 'n' comes from comparing/merging n elements at each level")

print("- Multiplying these gives us O(n log n)")

print("\nUnlike Bubble and Selection sort which are O(n²), Merge Sort is much more")

print("efficient for large datasets, though it requires additional memory for the merge step.")

if __name__ == "__main__": main()

Now, take your card suit and lay it out to match the array at the top of the simulation printout.

Next, manipulate your cards to match the events in the simulation. It will help to see your cards be rearranged towards understanding the process.

The significant thing to learn is that for any number represented as “n”, n * log n is less than n-squared.

Take 13,  n² = 13² = 169

 n·log(n) = 13·log₂(13) ≈ 13·3.7 ≈ 48.1

You can see the benefit of a more efficient algorithm causes the program to be processed in less time. On a modern PC you wouldn’t notice the difference, but consider this: If one car gets 15 mpg and another gets 25, it might not matter much to travel 2 miles, but if you are going to travel 1000 miles, it will make a big difference!

For searches, our choices are fewer and the difference in time complexity is much more significant. Let’s examine the Sequential, or “brute force” Search. This is simply to examine each value in a set of values, one by one, until we find the value we want. Of course, that is assuming the value is there at all; and in our discussion we will assume that it is. Shuffle and lay out your card suit as before. On a sheet of paper, on the left side list all of the cards from 2 to Ace in a column. Now, next to those count how many stops you had to make to find each card.

You should note that one card will have been found on the FIRST hit, and one would be found on the THIRTEENTH hit. The rest will be somewhere between the first and 13th hits. Finally, add all the numbers in the second column (the hit count column) and divide by 13. In other words, (1+2+3…+13)/13 which equals 7.

Activity: Copy and run this Python program to simulate what we have just done with our cards.

import random def create_suit():

"""

Create a single suit of 13 playing cards.

"""

ranks = ['2', '3', '4', '5', '6', '7', '8', '9', '10', 'Jack', 'Queen', 'King', 'Ace']

suit = 'Hearts'

cards = [f"{rank} of {suit}" for rank in ranks]

return cards def sequential_search(arr, target):

"""

Perform a sequential search and return the number of comparisons needed.

"""

comparisons = 0

for item in arr: comparisons += 1

if item == target: return comparisons return comparisons # Should never reach here if target is in the list def main():

# Create and shuffle a single suit of cards cards = create_suit()

random.shuffle(cards)

# Print the shuffled order for reference print("Shuffled order of cards:")

for i, card in enumerate(cards, 1): print(f"{i}. {card}")

print()

# Store results: card name -> number of comparisons results = {}

# Search for each card and count comparisons for card in cards.copy(): comparisons = sequential_search(cards, card)

results[card] = comparisons

# Print results in two columns print(f"{'Card':<20} {'Comparisons':<12}")

print("-" * 32)

for card, comparisons in results.items(): print(f"{card:<20} {comparisons:<12}")

# Calculate and print statistics total_comparisons = sum(results.values())

avg_comparisons = total_comparisons / len(results)

print("\nStatistics:")

print(f"Total comparisons: {total_comparisons}")

print(f"Average comparisons per card: {avg_comparisons:.2f}")

print(f"Theoretical average for sequential search: {len(cards)/2:.2f}")

if __name__ == "__main__": main()

Note the last two values in the results, the Average comparisons and the Theoretical average. We can see two things. First, the average number of hits to find any given card would be the number of cards divided by two. ( n/2). Secondly, we can deduce that as the number of cards increases, the number of average hits would increase at the same rate.

So why isn’t the Big-O value n/2? Remember we drop the constants, so our Big-O value for the Sequential Search is simply (n). Note that for the Sequential Search it doesn’t matter if our data set is sorted or not because our search value will likely be random.

To improve searching we have to step into a whole new level of data structures, a binary tree. To see how this works, let’s model it with our suit of playing cards. Shuffle your suit, and place the first card on the table. Now, take the next card and if it is higher than the first card, place it to the RIGHT of the first card, but one row down. If the new card is lower than the first, place it to the LEFT but one row down.

Now, take another card. Again, if it is lower than the first card (the card at the top) move to its left, if higher, move to it’s right. Here is where it gets tricky. You should already have a card (the second card we pulled) either to the left or right of the first card. If your new card is lower than the first card AND the second card is there, then treat the second card as the top card and follow the same instruction above. Same would apply if the third card is higher than the first, only we go to the right.

When the last card is out, we should have a pattern something like this:



Notice that for the card at each level, any value less than its value is a level down and to the left; any value higher is to the right. Here is some very important concepts to keep in mind, especially when it comes to coding this process:


	The structure in memory is referred to as a “tree”.


	Each value (in our case, each card) is referred to as a “node”.


	The top node is called the “root node”.


	Each “branch” or next level down below a given node, becomes a new “tree”, and that node becomes a root for the tree below it.




Consider the sequential search we already covered. As we laid out the cards and searched for a given value, it could have been the first, it could have just as easily been the last, and just as easily been in the middle. We determined that over time is the average require number of checks would be 7. In the diagram above, the worst case is seven checks to find the two-card and in the best case, to find the Jack is just one hit. Let’s do this for each card.

Card Required Checks Path

2 6 J-6-5-4-3-2

3 5 J-6-5-4-3

4 4 J-6-5-4

5 3 J-6-5

6 2 J-6

7 4 J-6-8-7

8 3 J-6-8

9 5 J-6-8-10-9

10 4 J-6-8-10

J 1 J Q 2 J-Q K 4 J-Q-A-K A 3 J-Q-A The average number of hits now is 46/13 or 3.5, rounded up to a whole number is only 4. Much better than 7 from the sequential search! It gets better! If we “balance” the tree it would look like this:



Without repeating the chart for the new diagram, the number of hits would be

(1 + 2*2+4*3+6*4)/13 or 31/13 or 2.38, rounded to the next whole number would be 3.

A three-hit average is certainly better than seven!

Here is a balanced tree for 26 cards:



(There are some duplicate cards from a third suit just to balance the diagram)

Notice that doubling the number of cards only increases the maximum hit count by one! And each time we double, it only increases by one again! The efficiency or time-complexity here is much improved, giving us a Big-O value of O(log-n). You can look this up, but as we double the number of cards, the Log-base-2 for that number only increase by about 1. Is it a coincidence that the number of rows goes up by one? Food for thought.

Activity: Copy and run the following program. Enter ten unique integers between 1 and 100 as prompted. When you receive the results, try to draw the tree based on the results. Use the first node listed as the root (top level) as you draw the tree.

class Node: def __init__(self, value): self.value = value self.left = None self.right = None def build_tree(nodes): if not nodes: return None mid = len(nodes) // 2

root = Node(nodes[mid])

root.left = build_tree(nodes[:mid])

root.right = build_tree(nodes[mid+1:])

return root def print_tree(node): if node is None: return print(f"Node value: {node.value}")

left_value = node.left.value if node.left else None right_value = node.right.value if node.right else None print(f"Left: {left_value}, Right: {right_value}")

print_tree(node.left)

print_tree(node.right)

def main(): print("Enter 10 values to build a binary tree:")

nodes = []

for i in range(10): value = int(input(f"Value {i+1}: "))

nodes.append(value)

root = build_tree(sorted(nodes)) # Sort nodes for balanced BST print("Binary tree built!")

print_tree(root) # Print tree using recursive function if __name__ == "__main__": main()

Notice the comment, “Print tree using recursive function”. This works because we use each node as a new tree root as we discussed above.

This is only the beginning! Remember the whole point was to create an efficient structure for searching. There are two ways we can search the tree. We can search each level left to right, or we can go as far down as we can in each path. Let’s revisit this diagram.



If we were looking for value 9, we could check in this order: 8-4-J-2-6-9 or in this order, 8-J-9.

The first technique is called breadth-first, checking each tier left to right, while the second, the one we are using, goes as deep as we can on any path. Technically, the one we are using has two variations. One variation, called DFS (Depth-First Search) goes as far down as we can starting at the far left, then backtracks when we reach the bottom in vain, and continues working towards the right. The other variation, the one we are using, called BST (Binary Search Tree) moves left or right as we travel down the levels based on the greater-than or less-than principle. Still a little confused? Consider this example. Look at this map of an actual small island in Western New York.



Imagine you just crossed the bridge over the Niagara River on the left to find your friend. Now imagine there are no street signs, but he will be standing at the curb. To find him, would you A. Go up and down every street as far as 89th street, then every street between 89th street and 91st street, and so on, or B. Travel as far as you could down the first street (Joliet Avenue) as far as you could, the second street (Griffon Avenue) as far as you could, and so on.

If you chose A, then you would be searching Breadth-First. If you chose B, you would be searching Depth-First.

Activity – copy and run this version of the program and at the end, enter one of your entered numbers to search for. The number of hits it took to find it will be displayed at the end. If you draw the tree as you did before you can verify the number of hits the program gives you.

class Node: def __init__(self, value): self.value = value self.left = None self.right = None def build_tree(nodes): if not nodes: return None mid = len(nodes) // 2

root = Node(nodes[mid])

root.left = build_tree(nodes[:mid])

root.right = build_tree(nodes[mid+1:])

return root def print_tree(node): if node is None: return print(f"Node value: {node.value}")

left_value = node.left.value if node.left else None right_value = node.right.value if node.right else None print(f"Left: {left_value}, Right: {right_value}")

print_tree(node.left)

print_tree(node.right)

def search_tree(node, target, steps=1): if node is None: return False, steps if node.value == target: return True, steps if target < node.value: return search_tree(node.left, target, steps + 1)

else: return search_tree(node.right, target, steps + 1)

def main(): print("Enter 10 values to build a binary tree:")

nodes = []

for i in range(10): value = int(input(f"Value {i+1}: "))

nodes.append(value)

root = build_tree(sorted(nodes)) # Sort nodes for balanced BST print("Binary tree built!")

print_tree(root) # Print tree using recursive function

# Search for a value search_value = int(input("\nEnter a value to search for: "))

found, hits = search_tree(root, search_value)

if found: print(f"Value {search_value} found in {hits} steps!")

else: print(f"Value {search_value} not found after {hits} steps.")

if __name__ == "__main__": main()




Chapter 6: Hash Tables and Hash Maps

In module five we discussed efficiencies in sort and search algorithms and introduced the binary tree as a method to reduce search time from O(n) to O(log n). Ideally we could get a search time complexity down to O(1), in other words, close to direct access to a value we want. In other words, using or map example in module 5, it would be like having the exact geographic location of our friend.

We can come very close by using key-value pairs instead of simply using plain values as we have up until now. We use a structure called a Hash Table or Hash Map. Technically speaking the terms Hash Map and Hash Table slight differences, but the concept is the same.

A Hash Map, also known as a Hash Table (we will use the term interchangeably in this discussion), is a data structure that stores key-value pairs and uses a hash function to compute an index into a series of “buckets”, where the corresponding value can be found. The idea behind a hash map is to implement an efficient mapping from keys to values, such that finding the value associated with a given key can be done in constant time, regardless of the number of key-value pairs stored in the map.

The hash function takes a key as input and returns a hash code, which is used as an index into the array of buckets. Each bucket points to a linked list of key-value entries that have collided at that index, in other words, two keys turn out to have the same hash. The collision resolution strategy used by hash maps can vary, with separate chaining being one common approach. In this strategy, each bucket points to a linked list of entries, allowing multiple keys to be mapped to the same bucket.

The reason why searching in a hash map has a Big-O complexity of O(1) is due to the efficient use of the hash function. The hash function takes constant time to compute, regardless of the number of key-value pairs stored in the map. Once the hash code is computed, it can be used as an index into the array of buckets, allowing the corresponding value to be found in constant time.

However, it's important to note that the O(1) complexity assumes that the hash function distributes keys uniformly across the array of buckets, the same idea as a binary tree that is balanced, and that collisions are rare. In practice, the number of collisions can increase as the number of key-value pairs stored in the map increases, leading to longer search times. This is known as a "hash table collision,"

and it can cause the search time to degrade to O(n), where n is the number of entries in the bucket list.

How can collisions occur? Imagine you have two friends, Kimberly whom you refer to as “kim” and Michael whom you refer to as “mik”. If you were using their nick-names as keys and produced the hash by taking each letter’s place in the alphabet, eg. a is 1, b is 2, …, and totaled the value, they hash values would match – this is a collision.

How can we reduce collisions? Here is a crude example. Take your deck of cards and separate them by suit. Now, suppose you want to find the three of clubs. You have to search through 13 cards in the clubs pile to find the three. This would simulate a collision of thirteen keys to one value, “clubs”. To reduce the searches you might separate all of the cards by their values, in other words all aces together, all two’s together and so on. Now when you want to find the three of clubs, you only have to search four cards in the three’s pile.

To manage this issue, hash maps often use techniques such as probing or rehashing to distribute keys more evenly across the array of buckets.

Probing involves searching for an empty bucket by incrementing the index until an empty bucket is found. Rehashing involves increasing the size of the array and redistributing the key-value pairs across the new array.

In summary, a hash map is a data structure that stores key-value pairs and uses a hash function to compute an index into an array of buckets. The hash function takes constant time to compute, allowing searching to be done in constant time on average. However, the actual search time can vary depending on the number of collisions, which can cause the search time to degrade to O(n). To mitigate this issue, hash maps use techniques such as probing or rehashing to distribute keys more evenly across the array of buckets.

Object-oriented languages like Python generally have classes for Hash Maps or Hash Tables already built, you just need to learn how to use them. Just remember, this only works for key-value pairs, not simply values; and the key values must be unique. For example, suppose you want to keep a phone number list of your friends. You can use their names as keys and the phone number as the values. The program below will demonstrate this.

Activity – copy and run the following program to demonstrate a hash table for names and phone numbers.

import random class HashTable: def __init__(self, size=10): self.size = size self.table = [None] * size def _hash_function(self, key):

"""Simple hash function that converts a string key into an index."""

# Sum the ASCII values of each character in the key hash_value = sum(ord(char) for char in key)

# Return the modulo to ensure it fits within our table size return hash_value % self.size def insert(self, key, value):

"""Insert a key-value pair into the hash table."""

# Get the index from the hash function index = self._hash_function(key)

# Handle collision with linear probing if self.table[index] is None: self.table[index] = [(key, value)]

else:

# Check if key already exists, update if it does for i, (existing_key, _) in enumerate(self.table[index]): if existing_key == key: self.table[index][i] = (key, value)

return

# If key doesn't exist, append it self.table[index].append((key, value))

def search(self, key):

"""Search for a key and return its value."""

# Get the index from the hash function index = self._hash_function(key)

# Check if the index has any entries if self.table[index] is None: return None

# Search for the key in the bucket for existing_key, value in self.table[index]: if existing_key == key: return value

# Key not found return None def display(self):

"""Display all key-value pairs in the hash table."""

for i, bucket in enumerate(self.table): if bucket is not None: print(f"Bucket {i}:")

for key, value in bucket: print(f" {key}: {value}")

else: print(f"Bucket {i}: Empty")

def generate_random_phone():

"""Generate a random phone number in the format (xxx) xxx-xxxx"""

area_code = random.randint(100, 999)

prefix = random.randint(100, 999)

line_number = random.randint(1000, 9999)

return f"({area_code}) {prefix}-{line_number}"

def generate_random_name():

"""Generate a random name from predefined lists."""

first_names = [

"James", "Emma", "Robert", "Olivia", "Michael", "Sophia", "David",

"Isabella", "John", "Ava", "Joseph", "Mia", "Thomas", "Charlotte",

"Charles", "Amelia", "Daniel", "Harper", "Matthew", "Evelyn"

]

last_names = [

"Smith", "Johnson", "Williams", "Brown", "Jones", "Garcia", "Miller",

"Davis", "Rodriguez", "Martinez", "Hernandez", "Lopez", "Gonzalez",

"Wilson", "Anderson", "Thomas", "Taylor", "Moore", "Jackson", "Martin"

]

return f"{random.choice(first_names)} {random.choice(last_names)}"

def main():

# Create a hash table phone_book = HashTable(size=10)

# Generate random names and phone numbers random_entries = []

for _ in range(10): name = generate_random_name()

phone = generate_random_phone()

random_entries.append((name, phone))

phone_book.insert(name, phone)

# Display the random entries print("Random Names and Phone Numbers:")

for name, phone in random_entries: print(f"{name}: {phone}")

print()

# Display the hash table structure print("Hash Table Structure:")

phone_book.display()

print()

# Demonstrate searching for a name if random_entries: search_name = random_entries[random.randint(0, len(random_entries) - 1)][0]

print(f"Searching for: {search_name}")

result = phone_book.search(search_name)

if result: print(f"Found phone number: {result}")

else: print("Name not found in the hash table.")

if __name__ == "__main__": main()




Chapter 7: Graphs and Graph Algorithms

In the last module we presented the binary tree as an efficient way represent data to be sorted and represented it as an image with values and imaginary lines to connect the values, indicating a direction, left or right, from a node to the node(s) directly below it. It turns out that the image of the tree itself helps us introduce another essential data structure called a graph.

While the image itself is imaginary (no pun intended) the components have real values in memory and their relationships to each other are very useful in representing problems to be solved by the computer. Let’s start with a basic description of a graph.

At its core, a graph is simply a collection of points (called vertices or nodes) connected by lines (called edges). This seemingly simple structure can represent an incredible variety of real-world scenarios.

The Basic Components


	Vertices (or Nodes): These are the points in the graph, often representing entities like people, cities, or webpages.


	Edges: These are the connections between vertices, representing relationships like friendships, roads between cities, or links between webpages.




The basic association between vertices and edges can be modified in ways to better suit the problem at hand to be solved. These variations in the basic graph are defined in the following terms.


	Undirected Graphs: Edges have no direction, like a two-way street. If A is connected to B, then B is connected to A.


	Directed Graphs (Digraphs): Edges have direction, like a one-way street. A might point to B, but B might not point back to A.


	Weighted Graphs: Edges have values (or "weights") associated with them, like distances between cities or costs of travel.


	Cyclic vs. Acyclic: Graphs can contain cycles (paths that loop back to starting points) or be acyclic (no loops).




Why Graphs Matter Graphs are incredibly useful because they model connections and relationships naturally. Many real-world problems involve relationships between entities:


	Social Networks: People (vertices) connected by friendships (edges)


	Transportation Systems: Cities (vertices) connected by roads or flights (edges)


	Computer Networks: Devices (vertices) connected by cables or wireless links (edges)


	Web Pages: Pages (vertices) connected by hyperlinks (edges)


	Course Prerequisites: Courses (vertices) connected by prerequisite relationships (edges)




Understanding graphs allows us to solve important problems:


	Path Finding: Finding the shortest or most efficient route between points


	Dijkstra's algorithm finds the shortest path in weighted graphs


	Breadth-first search finds the shortest path in unweighted graphs (Remember this from our binary searches in the previous module?)





	Connectivity Analysis: Determining if and how parts of a graph are connected


	Depth-first search helps identify connected components


	Network flow algorithms help find bottlenecks





	Traversal: Visiting every vertex in a graph


	Breadth-first search explores level by level


	Depth-first search explores as far as possible along branches before backtracking Graphs can be represented in code primarily in two ways:





	Adjacency Matrix: A 2D array where each cell [i][j] indicates if there's an edge from vertex i to vertex j


	Fast to check if an edge exists between any two vertices


	Uses more memory (O(n²) for n vertices)





	Adjacency List: Each vertex has a list of vertices it connects to


	More memory efficient for sparse graphs


	Faster for traversal operations Some real-world applications for graphs are as follows:








	GPS Navigation: Finding the fastest route between locations


	Social Media Recommendations: "People you may know" features


	Internet Routing: Determining how data packets travel through networks


	Dependency Resolution: Managing software package dependencies


	Compiler Design: Optimizing code execution paths Let’s start off you taking a simple star pattern where the vertices or nodes are the points of the star and the edges are the connecting lines. Note that where the edges cross are not intersections or vertices themselves, but just features of the pattern. It’s important to note that the graph is “undirected” meaning that the connections through the edges run in both directions. This isn’t always the case; for example a one-way street in your neighborhood.






The Python program below represents this “graph” by both the adjacency matrix and adjacency list. It also answers the simple question of whether or not two nodes are connected.

Activity – copy and run the following Python program.

# Graph representations for a star pattern (undirected graph)

# Vertices: A, B, C, D, E with the following connections:

# A connects to C and D

# B connects to D and E

# C connects to E and A

# D connects to A and B

# E connects to B and C

# 1. Adjacency Matrix Representation def create_adjacency_matrix():

# We'll use indices 0-4 to represent A-E

# Initialize a 5x5 matrix with all zeros adjacency_matrix = [

[0, 0, 1, 1, 0], # A's connections: C, D

[0, 0, 0, 1, 1], # B's connections: D, E

[1, 0, 0, 0, 1], # C's connections: A, E

[1, 1, 0, 0, 0], # D's connections: A, B

[0, 1, 1, 0, 0] # E's connections: B, C

]

return adjacency_matrix

# 2. Adjacency List Representation def create_adjacency_list():

# Use a dictionary where keys are vertices and values are lists of adjacent vertices adjacency_list = {

'A': ['C', 'D'],

'B': ['D', 'E'],

'C': ['A', 'E'],

'D': ['A', 'B'],

'E': ['B', 'C']

}

return adjacency_list

# Display both representations def display_graph_representations():

# Create both representations adj_matrix = create_adjacency_matrix()

adj_list = create_adjacency_list()

# Display Adjacency Matrix print("Adjacency Matrix Representation:")

print(" | A B C D E")

print("--+-------------")

for i, row in enumerate(adj_matrix): vertex = chr(65 + i) # Convert 0->A, 1->B, etc.

print(f"{vertex} | {' '.join(str(cell) for cell in row)}")

print("\nAdjacency List Representation:")

for vertex, neighbors in adj_list.items(): print(f"{vertex}: {', '.join(neighbors)}")

# Call the display function display_graph_representations()

# Example of how to check if two vertices are connected: def is_connected(v1, v2): adj_list = create_adjacency_list()

return v2 in adj_list[v1]

print("\nConnectivity Tests:")

print(f"Is A connected to C? {is_connected('A', 'C')}")

print(f"Is A connected to B? {is_connected('A', 'B')}")

Take a minute and look at the representations in code. The adjacency matrix is a grid where connections from the “from” list to the “to” list are represented by a “1” while nodes where there is no connection are represented by a “0”. Notice that the annotations state that A is connected to E as well as E is connected to A. This indicates the edge is bi-directional, or undirected. In the adjacency list, each node is a “key” with a corresponding “value” of a set of connected nodes.

You could argue that the graph does nothing for us since we programmed it in the first place and we know what connects to what. The utility starts with the next program which answers the question, “Is there a way to get from one node to another to which there is no direct link?” Let’s see how we can do that in the program below. In our example we will start at node “A” and try to connect to “E”, which is not directly connected.

Earlier when we studied binary tree searches, we discussed depth-first search and breadth-first search methods. In the program below we will use breadth-first search, using both the matrix and the list structures for our graph. The program also builds a list called “parent” to keep track of our path to the disconnected node.

Activity – copy and run the following Python program.

from collections import deque

# Graph representations for our star pattern (undirected graph)

# Vertices: A, B, C, D, E with the following connections:

# A connects to C and D

# B connects to D and E

# C connects to E and A

# D connects to A and B

# E connects to B and C

# 1. Adjacency Matrix Representation def create_adjacency_matrix():

# We'll use indices 0-4 to represent A-E

# Initialize a 5x5 matrix with all zeros adjacency_matrix = [

[0, 0, 1, 1, 0], # A's connections: C, D

[0, 0, 0, 1, 1], # B's connections: D, E

[1, 0, 0, 0, 1], # C's connections: A, E

[1, 1, 0, 0, 0], # D's connections: A, B

[0, 1, 1, 0, 0] # E's connections: B, C

]

return adjacency_matrix

# 2. Adjacency List Representation def create_adjacency_list():

# Use a dictionary where keys are vertices and values are lists of adjacent vertices adjacency_list = {

'A': ['C', 'D'],

'B': ['D', 'E'],

'C': ['A', 'E'],

'D': ['A', 'B'],

'E': ['B', 'C']

}

return adjacency_list

# BFS search using adjacency matrix def bfs_matrix(start_vertex, target_vertex):

# Convert letters to indices start_idx = ord(start_vertex) - ord('A')

target_idx = ord(target_vertex) - ord('A')

# Get the adjacency matrix matrix = create_adjacency_matrix()

# Queue for BFS queue = deque([start_idx])

# Keep track of visited vertices visited = [False] * len(matrix)

visited[start_idx] = True

# Keep track of path parent = [-1] * len(matrix)

# BFS algorithm while queue: current = queue.popleft()

# Check if we found the target if current == target_idx: break

# Explore all neighbors for neighbor in range(len(matrix[current])): if matrix[current][neighbor] == 1 and not visited[neighbor]: visited[neighbor] = True queue.append(neighbor)

parent[neighbor] = current

# Check if we found a path if parent[target_idx] == -1: return "No path found from {} to {}".format(start_vertex, target_vertex)

# Reconstruct the path path = []

current = target_idx while current != -1: path.append(chr(current + ord('A')))

current = parent[current]

# Return the path in correct order return " -> ".join(path[::-1])

# BFS search using adjacency list def bfs_list(start_vertex, target_vertex):

# Get the adjacency list adj_list = create_adjacency_list()

# Queue for BFS queue = deque([start_vertex])

# Keep track of visited vertices visited = set([start_vertex])

# Keep track of path parent = {start_vertex: None}

# BFS algorithm while queue: current = queue.popleft()

# Check if we found the target if current == target_vertex: break

# Explore all neighbors for neighbor in adj_list[current]: if neighbor not in visited: visited.add(neighbor)

queue.append(neighbor)

parent[neighbor] = current

# Check if we found a path if target_vertex not in parent: return "No path found from {} to {}".format(start_vertex, target_vertex)

# Reconstruct the path path = []

current = target_vertex while current is not None: path.append(current)

current = parent[current]

# Return the path in correct order return " -> ".join(path[::-1])

# Main function to run the search def find_path_from_A_to_E(): print("Finding path from A to E using adjacency matrix:")

matrix_path = bfs_matrix('A', 'E')

print(matrix_path)

print("\nFinding path from A to E using adjacency list:")

list_path = bfs_list('A', 'E')

print(list_path)

# Run the search if __name__ == "__main__": find_path_from_A_to_E()

Your results should look like the following: Finding path from A to E using adjacency matrix: A -> C -> E Finding path from A to E using adjacency list: A -> C -> E Now, let’s assume that node “C” is no longer connected to node “E”. To modify our program, we must adjust the matrix to eliminate this connection by changing C’s connection to “E” (third row, fifth column) from a “1” to a “0”, and E’s connection to “C” (fifth row, third column) from “1” to “)”. In the dictionary group, simply remove “E” from C’s list of connections, and “C” from E’s connections.

After making the changes and re-running the program, you should have these new results.

Finding path from A to E using adjacency matrix: A -> D -> B -> E Finding path from A to E using adjacency list: A -> D -> B -> E If we modify the program to search for “A” starting at “E”, we get these results: Finding path from E to A using adjacency matrix: E -> B -> D -> A Finding path from E to A using adjacency list: E -> B -> D -> A Notice that the path is simply inverted.

Notice how the program adapts itself to a new environment. It so happens that this is the basis of how the Internet works – adapting itself as routers fail or new ones come on-line.

While we are at it, let’s see what happens if we change one of the “edges” to one-way, in other words, create a directed graph. Let’s use our original search from “A” to “E”, but this time we will make the edge from “C” to “E” run only one way. In the matrix, place a “1” in C’s connection to “E” (third row, fifth column) but leave E’s connection to “C” with a “0”. In the dictionary, return “E” to C’s list only, leaving “C” out of E’s list.

Now, search for a path from “A” to “E” you will get the following: Finding path from A to E using adjacency matrix: A -> C -> E Finding path from A to E using adjacency list: A -> C -> E But this time searching from E to A is completely different.

Finding path from E to A using adjacency matrix: E -> B -> D -> A Finding path from E to A using adjacency list: E -> B -> D -> A Let’s change things up a little. First we will redesign our graph to look more like a square, placing node A in the top left, B in the top right, C in the bottom left and D in the bottom right. Furthermore, A will connect to B and C, B will connect to A and D, C will connect to A and D, and D will connect to B and C. Our goal will be to find a path to D from A, which are not directly connected.

Activity – copy and run this code to find the connection from A to D.

from collections import deque

# Graph representations for our star pattern (undirected graph)

# Vertices: A, B, C, D, E with the following connections:

# A connects to B and C

# B connects to A and D

# C connects to A and D

# D connects to B and C

# 1. Adjacency Matrix Representation def create_adjacency_matrix():

# We'll use indices 0-4 to represent A-E

# Initialize a 5x5 matrix with all zeros adjacency_matrix = [

[0, 1, 1, 0], # A's connections: B, C

[1, 0, 0, 1], # B's connections: A, D

[1, 0, 0, 1], # C's connections: A, D

[0, 1, 1, 0], # D's connections: B, C

]

return adjacency_matrix

# 2. Adjacency List Representation def create_adjacency_list():

# Use a dictionary where keys are vertices and values are lists of adjacent vertices adjacency_list = {

'A': ['B', 'C'],

'B': ['A', 'D'],

'C': ['B', 'D'],

'D': ['B', 'C']

}

return adjacency_list

# BFS search using adjacency matrix def bfs_matrix(start_vertex, target_vertex):

# Convert letters to indices start_idx = ord(start_vertex) - ord('A')

target_idx = ord(target_vertex) - ord('A')

# Get the adjacency matrix matrix = create_adjacency_matrix()

# Queue for BFS queue = deque([start_idx])

# Keep track of visited vertices visited = [False] * len(matrix)

visited[start_idx] = True

# Keep track of path parent = [-1] * len(matrix)

# BFS algorithm while queue: current = queue.popleft()

# Check if we found the target if current == target_idx: break

# Explore all neighbors for neighbor in range(len(matrix[current])): if matrix[current][neighbor] == 1 and not visited[neighbor]: visited[neighbor] = True queue.append(neighbor)

parent[neighbor] = current

# Check if we found a path if parent[target_idx] == -1: return "No path found from {} to {}".format(start_vertex, target_vertex)

# Reconstruct the path path = []

current = target_idx while current != -1: path.append(chr(current + ord('A')))

current = parent[current]

# Return the path in correct order return " -> ".join(path[::-1])

# BFS search using adjacency list def bfs_list(start_vertex, target_vertex):

# Get the adjacency list adj_list = create_adjacency_list()

# Queue for BFS queue = deque([start_vertex])

# Keep track of visited vertices visited = set([start_vertex])

# Keep track of path parent = {start_vertex: None}

# BFS algorithm while queue: current = queue.popleft()

# Check if we found the target if current == target_vertex: break

# Explore all neighbors for neighbor in adj_list[current]: if neighbor not in visited: visited.add(neighbor)

queue.append(neighbor)

parent[neighbor] = current

# Check if we found a path if target_vertex not in parent: return "No path found from {} to {}".format(start_vertex, target_vertex)

# Reconstruct the path path = []

current = target_vertex while current is not None: path.append(current)

current = parent[current]

# Return the path in correct order return " -> ".join(path[::-1])

# Main function to run the search def find_path_from_A_to_D(): print("Finding path from A to D using adjacency matrix:")

matrix_path = bfs_matrix('A', 'D')

print(matrix_path)

print("\nFinding path from A to D using adjacency list:")

list_path = bfs_list('A', 'D')

print(list_path)

# Run the search if __name__ == "__main__": find_path_from_A_to_D()

Your results should be A -> B -> D. It’s worth noting that A -> C -> D is also an equally suitable route, but our results here is simply because A’s connection to B appears in the code before A’s connection to C. There is no specific logic that causes the resulting route. But now let’s assume there is some disadvantage to traveling first from A to B before connecting from B to D. For example, in a car traveling from A to D might have a toll (or speed trap) between A and B. How can we figure this extra burden or “weight” on the A -> B edge into our program?

Enter Edsger Dijkstra and the now classic Dijkstra’s Algorithm.

Edsger W. Dijkstra was a renowned computer scientist from the Netherlands, known for his significant contributions to the field of computer science, particularly in the areas of programming languages, operating systems, and algorithms.

Dijkstra's Algorithm is one of his most famous contributions to computer science. It is a method for finding the shortest path between two nodes in a graph, which may represent road networks, computer networks, or any other type of connected system. The algorithm works by maintaining a list of distances from the starting node to all other nodes and updating these distances as it explores the graph.

Dijkstra's Algorithm is efficient and elegant, making it a popular choice for many applications. It has been widely used in routing protocols for computer networks, such as OSPF (Open Shortest Path First) and RIP

(Routing Information Protocol). The algorithm is also used in navigation systems, logistics and transportation planning, and many other areas where finding the shortest path between two points is critical.

In a nutshell a program will take a starting node and search for all routes to every other node in the graph structure. While searching for all nodes, the program keeps track of the “weights” on all of the edges. The program iterates or cycles through discovering new connections while updating routes where it finds more efficient routes; in other words, routes with lower total weights. The program below demonstrates Dijkstra’s Algorithm by adding a weight of five to the A -> B connection while the rest of the weights on the other edges is one. Note that the program uses the adjacency list technique only but if one chooses to use the adjacency matrix with weights the matrix would look like this: adjacency_list = {

'A': [('B', 5), ('C', 1)],

'B': [('A', 5), ('D', 1)],

'C': [('A', 1), ('D', 1)],

'D': [('B', 1), ('C', 1)]

}

Activity – copy and run this Python program which has weights associated with the edges.

from collections import deque import heapq

# Graph representation for our square/diamond pattern (undirected graph)

# Vertices: A, B, C, D with the following connections:

# A connects to B (weight: 5) and C (weight: 1)

# B connects to A (weight: 5) and D (weight: 1)

# C connects to A (weight: 1) and D (weight: 1)

# D connects to B (weight: 1) and C (weight: 1)

# Weighted Adjacency List Representation def create_weighted_adjacency_list():

# Use (vertex, weight) pairs in the lists adjacency_list = {

'A': [('B', 5), ('C', 1)],

'B': [('A', 5), ('D', 1)],

'C': [('A', 1), ('D', 1)],

'D': [('B', 1), ('C', 1)]

}

return adjacency_list

# Dijkstra's algorithm using weighted adjacency list def dijkstra(start_vertex, target_vertex):

# Get the weighted adjacency list adj_list = create_weighted_adjacency_list()

# Priority queue for Dijkstra's algorithm

# Format: (distance, vertex)

priority_queue = [(0, start_vertex)]

# Keep track of distances distances = {vertex: float('inf') for vertex in adj_list}

distances[start_vertex] = 0

# Keep track of path parent = {start_vertex: None}

# Dijkstra's algorithm while priority_queue: current_distance, current_vertex = heapq.heappop(priority_queue)

# If we've reached our target, we can stop if current_vertex == target_vertex: break

# If we've already found a better path, skip if current_distance > distances[current_vertex]: continue

# Explore all neighbors for neighbor, weight in adj_list[current_vertex]: distance = current_distance + weight

# If we found a better path, update it if distance < distances.get(neighbor, float('inf')): distances[neighbor] = distance heapq.heappush(priority_queue, (distance, neighbor))

parent[neighbor] = current_vertex

# Check if we found a path if target_vertex not in parent: return "No path found from {} to {}".format(start_vertex, target_vertex)

# Reconstruct the path path = []

current = target_vertex total_weight = distances[target_vertex]

while current is not None: path.append(current)

current = parent[current]

# Return the path in correct order with total weight return " -> ".join(path[::-1]) + f" (Total weight: {total_weight})"

# Main function to run the search def find_path_from_A_to_D(): print("Finding shortest path from A to D using Dijkstra's algorithm:")

path = dijkstra('A', 'D')

print(path)

# Explain the choice of path print("\nExplanation:")

print("There are two possible paths from A to D:")

print("1. A -> B -> D (weights: 5 + 1 = 6)")

print("2. A -> C -> D (weights: 1 + 1 = 2)")

print("Dijkstra's algorithm chooses the path with the lowest total weight (A -> C -> D).")

# Run the search algorithm if __name__ == "__main__": find_path_from_A_to_D()




Chapter 8: Data Encryption and Compression

Data encryption is certainly a rabbit hole that starts with very simple techniques and easy to code examples to very complex industrial-grade algorithms and applications. For the latter, there are developed and widely accepted libraries that one only needs to apply but here we will stay on the simpler side; we’ll do some interesting and easy to understand applications.

The first and simplest is the Caesar’s Cipher or what is also known as the “Orphan Annie Decoder Ring” technique which is simple letter substitution. Caesar's Cipher is a type of substitution cipher, where each letter in the plaintext is shifted a certain number of places down or up the alphabet to create the ciphertext. In a classic Caesar cipher, each letter in the plaintext is shifted 3 places down the alphabet, so A becomes D, B becomes E, and so on. If the shift takes you past the end of the alphabet, you wrap around to the beginning. For example, shifting X would give you A (since X+3 = A). This cipher is named after Julius Caesar, who reportedly used it for secret communications. The program below uses a shift of 5, which means A would become F, B would become G, and so on. It also doesn’t attempt to shift spaces or punctuation marks – that was just my choice.

You should note the use of the modulus operator (%) in the program. As you know it returns the remainder of an integer division and it is used to create the wrap-around effect on the alphabet. (The actual integer in our case is the ASCII value of the letters.) Consider this example: First, let’s take the letter A, which has and ASCII value of 65 and subtract 65 to set A to zero; then add our offset of 5 to encrypt. 0+5=5. Using our offset and our modulus operator, we would say 0/26=0, then add our 5 for the offset giving us 0+5=5. Adding our 65 back, gives us 70, which is the ASCII code for F. Easy enough.

Now, let’s go toward the end of the alphabet to say, the letter X. X has an ASCII value of 88. Again, we will subtract 65 giving us 23. Now, add our offset, 23+5 =28. Now, 28/26 gives us 1 r 2. We are only interested in the remainder, so 2 adding the 65 back gives us 67. 67 is the ASCII value of C; so X becomes a C. That’s how we wrap around the alphabet using the modulus operator.

Activity – copy and run this code to see how the Caesar Cipher works.

def caesar_cipher(text, offset=5):

"""

Encrypts a string using Caesar cipher with given offset.

Only encrypts alphabetic characters, preserving spaces and punctuation.

Args: text (str): The string to encrypt offset (int): The shift value (default is 5)

Returns: str: The encrypted string

"""

result = ""

for char in text:

# Check if the character is alphabetic if char.isalpha():

# Determine the ASCII offset based on case ascii_offset = ord('A') if char.isupper() else ord('a')

# Convert to 0-25 range, apply shift, and use modulo to wrap around shifted = (ord(char) - ascii_offset + offset) % 26

# Convert back to ASCII and then to character result += chr(shifted + ascii_offset)

else:

# Keep spaces and punctuation unchanged result += char return result

# Main program def main():

# Get input from user user_input = input("Enter a string to encrypt: ")

# Encrypt the input using Caesar cipher with offset of 5

encrypted_text = caesar_cipher(user_input)

# Display the result print(f"Original: {user_input}")

print(f"Encrypted: {encrypted_text}")

if __name__ == "__main__": main()

You can probably imagine that the Caesar Cipher is pretty weak. For instance, any single-letter word is going to be either the letter A or the letter I (ignoring upper or lower case). Given enough time we could build on this. Since they are both vowels, they will appear frequently. Likewise, three letter words are likely to be “the” – allowing us to look for e’s, and so on.

The commonly accepted “next step” is Vigenere’s Cipher.

The Vigenère cipher uses a series of Caesar ciphers based on the letters of a keyword. To encrypt a message, the sender and recipient must agree on a keyword, such as "LEMON". The message is then written below the keyword, repeating it as many times as necessary to cover the length of the message. Each letter in the message is then shifted forward in the alphabet by a number of positions equal to the position of the corresponding letter in the keyword (e.g., 'L' is the 12th letter of the alphabet, so 'L' encrypts to 'M', which is 12 places after 'A').

For example, if the message to be encrypted is "HELLO", and the keyword is

"LEMON", the first letter of the message, 'H', would be shifted forward 11

places (because 'L' is the 11th letter of the alphabet), resulting in 'R'.

The second letter of the message, 'E', would be shifted forward 4 places

(because 'E' is the 5th letter of the alphabet, and 'E' is also the first letter of the keyword), resulting in 'I'. This process is repeated for each letter of the message.

The key to this and what makes it better than a simple Caesar Cipher is that because of the “key”, the same plain-text letter will not appear again as the same encrypted letter. However, just as the “offset” must be shared between the sender and receiver in the case of the Caesar Cipher, the “keyword” must be shared between the sender and the receiver.

Activity – Copy and run the following Python program to demonstrate encrypting your input line using Vigenere’s Cipher. Note the printout of the alphabet matrix. This is what allows matching letters in plain-text to be different in the encrypted text.

def vigenere_encrypt(plaintext, key):

"""

Encrypts a message using the Vigenère cipher with the given key.

The Vigenère cipher uses a series of interwoven Caesar ciphers based on the letters of a keyword. It employs a tabula recta, a square table of alphabets where each row is shifted one position to the right relative to the previous row.

Tabula Recta (alphabet matrix):

| A B C D E F G H I J K L M N O P Q R S T U V W X Y Z

--+--------------------------------------------------

A | A B C D E F G H I J K L M N O P Q R S T U V W X Y Z B | B C D E F G H I J K L M N O P Q R S T U V W X Y Z A C | C D E F G H I J K L M N O P Q R S T U V W X Y Z A B D | D E F G H I J K L M N O P Q R S T U V W X Y Z A B C E | E F G H I J K L M N O P Q R S T U V W X Y Z A B C D F | F G H I J K L M N O P Q R S T U V W X Y Z A B C D E G | G H I J K L M N O P Q R S T U V W X Y Z A B C D E F H | H I J K L M N O P Q R S T U V W X Y Z A B C D E F G I | I J K L M N O P Q R S T U V W X Y Z A B C D E F G H J | J K L M N O P Q R S T U V W X Y Z A B C D E F G H I K | K L M N O P Q R S T U V W X Y Z A B C D E F G H I J L | L M N O P Q R S T U V W X Y Z A B C D E F G H I J K M | M N O P Q R S T U V W X Y Z A B C D E F G H I J K L N | N O P Q R S T U V W X Y Z A B C D E F G H I J K L M O | O P Q R S T U V W X Y Z A B C D E F G H I J K L M N P | P Q R S T U V W X Y Z A B C D E F G H I J K L M N O Q | Q R S T U V W X Y Z A B C D E F G H I J K L M N O P R | R S T U V W X Y Z A B C D E F G H I J K L M N O P Q S | S T U V W X Y Z A B C D E F G H I J K L M N O P Q R T | T U V W X Y Z A B C D E F G H I J K L M N O P Q R S U | U V W X Y Z A B C D E F G H I J K L M N O P Q R S T V | V W X Y Z A B C D E F G H I J K L M N O P Q R S T U W | W X Y Z A B C D E F G H I J K L M N O P Q R S T U V X | X Y Z A B C D E F G H I J K L M N O P Q R S T U V W Y | Y Z A B C D E F G H I J K L M N O P Q R S T U V W X Z | Z A B C D E F G H I J K L M N O P Q R S T U V W X Y To use the table:

1. Find row corresponding to the key letter

2. Find column corresponding to the plaintext letter

3. The intersection gives the ciphertext letter Args: plaintext (str): The text to encrypt key (str): The encryption key (will be repeated as needed)

Returns: str: The encrypted ciphertext

"""

# Convert to uppercase for consistency plaintext = plaintext.upper()

key = key.upper()

ciphertext = ""

key_index = 0

for char in plaintext:

# Only encrypt alphabetic characters if char.isalpha():

# Get the shift value from the key (0-25)

key_char = key[key_index % len(key)]

shift = ord(key_char) - ord('A')

# Apply the shift using modular arithmetic

# (ord(char) - ord('A')) gets the 0-25 value of the plaintext letter

# Adding shift and taking modulo 26 applies the Vigenère shift

# Adding ord('A') converts back to ASCII char_code = (ord(char) - ord('A') + shift) % 26 + ord('A')

ciphertext += chr(char_code)

# Move to the next character in the key key_index += 1

else:

# Preserve non-alphabetic characters ciphertext += char return ciphertext def main():

# Get input from user plaintext = input("Enter the message to encrypt: ")

key = "PYTHON" # Using the specified key

# Encrypt the message encrypted = vigenere_encrypt(plaintext, key)

# Display the result print(f"\nKey: {key}")

print(f"Plaintext: {plaintext}")

print(f"Encrypted: {encrypted}")

if __name__ == "__main__": main()

Activity – Change the keyword, “PYTHON” in the program to any other word of any length and rerun the code encrypting the same text as before. Note the different results.

Below is the program that decrypts your encrypted text. Remember, the keyword must be the same as the keyword that encrypted the plain text in the first place.

Activity – copy and run this program do decrypt the previous program’s encrypted text.

def vigenere_decrypt(ciphertext, key):

"""

Decrypts a message encrypted with the Vigenère cipher using the given key.

The decryption process reverses the encryption by:

1. Finding the row corresponding to the key letter in the tabula recta

2. Locating the ciphertext letter in that row

3. The column header above that position gives the plaintext letter Alternatively, we can use the mathematical approach: For each character, we subtract the key letter's value from the ciphertext letter's value, taking the result modulo 26 to handle wrap-around.

Tabula Recta (alphabet matrix) - same as in encryption:

| A B C D E F G H I J K L M N O P Q R S T U V W X Y Z

--+--------------------------------------------------

A | A B C D E F G H I J K L M N O P Q R S T U V W X Y Z B | B C D E F G H I J K L M N O P Q R S T U V W X Y Z A C | C D E F G H I J K L M N O P Q R S T U V W X Y Z A B D | D E F G H I J K L M N O P Q R S T U V W X Y Z A B C

...

Z | Z A B C D E F G H I J K L M N O P Q R S T U V W X Y Args: ciphertext (str): The encrypted text to decrypt key (str): The encryption key (will be repeated as needed)

Returns: str: The decrypted plaintext

"""

# Convert to uppercase for consistency ciphertext = ciphertext.upper()

key = key.upper()

plaintext = ""

key_index = 0

for char in ciphertext:

# Only decrypt alphabetic characters if char.isalpha():

# Get the shift value from the key (0-25)

key_char = key[key_index % len(key)]

shift = ord(key_char) - ord('A')

# Apply the reverse shift using modular arithmetic

# We subtract the shift instead of adding (and add 26 to handle negative results)

char_code = (ord(char) - ord('A') - shift + 26) % 26 + ord('A')

plaintext += chr(char_code)

# Move to the next character in the key key_index += 1

else:

# Preserve non-alphabetic characters plaintext += char return plaintext def main():

# Get input from user ciphertext = input("Enter the message to decrypt: ")

key = "PYTHON" # Using the specified key

# Decrypt the message decrypted = vigenere_decrypt(ciphertext, key)

# Display the result print(f"\nKey: {key}")

print(f"Encrypted: {ciphertext}")

print(f"Decrypted: {decrypted}")

if __name__ == "__main__": main()

Our last example takes a little different approach. Instead of using a simple letter substitution, we will use the XOR operation on the actual bits which represent the letter to be encrypted in ASCII. The XOR operation is simply “one or the other, but not both”. Study the following truth table:

———————————————————————– Bit A Bit B A XOR B ——————– ——————– —————————– 0 0 0

1 0 1

0 1 1

1 1 0 (remember, not both!)

                                           -----------------------------------------------------------------------

The key to apply is a number between 0 and 255 inclusive.

Activity – to demonstrate how the same key works to encrypt and decrypt, determine the bit patterns for any letter in the alphabet and the bit pattern for a key value and do the XOR operation on the two. Note the example below.

 If we encrypt letter 'A' (ASCII 65) with key 42:


	65 ^ 42 = 107



 If we apply the same operation again:


	107 ^ 42 = 65 (back to 'A')



Activity – Copy and run the Python program below to demonstrate both encryption and decryption using XOR.

def xor_encrypt_decrypt(text, key):

"""

Encrypt or decrypt text using XOR cipher with a numeric key.

XOR (exclusive OR) is a binary operation that takes two equal-length bit patterns and performs the logical XOR operation on each pair of bits.

The result in each position is 1 if only one of the bits is 1, otherwise, the result is 0.

This function works for both encryption and decryption since XOR is its own inverse: If C = P ⊕ K (where P is plaintext, K is key, and C is ciphertext)

Then P = C ⊕ K (applying the same key to the ciphertext gives back the plaintext)

Args: text (str): The text to encrypt or decrypt key (int): A number to use as the encryption key Returns: str: The encrypted or decrypted text as a hex string

"""

# Convert text to a list of character codes char_codes = [ord(c) for c in text]

# Apply XOR with the key to each character code result_codes = [code ^ key for code in char_codes]

# Convert the result to a hex string for easy display/storage result_hex = ''.join(f'{code:02x}' for code in result_codes)

return result_hex def hex_to_text(hex_string):

"""

Convert a hex string back to text.

Args: hex_string (str): A string of hexadecimal values Returns: str: The decoded text

"""

# Convert pairs of hex characters to bytes bytes_list = []

for i in range(0, len(hex_string), 2): hex_pair = hex_string[i:i+2]

byte_value = int(hex_pair, 16)

bytes_list.append(byte_value)

# Convert bytes to characters text = ''.join(chr(b) for b in bytes_list)

return text def main():

# Get user input choice = input("Enter 'e' for encrypt or 'd' for decrypt: ").lower()

key = int(input("Enter a numeric key (0-255): "))

# Ensure key is in valid range key = key % 256

if choice == 'e': text = input("Enter text to encrypt: ")

result = xor_encrypt_decrypt(text, key)

print(f"\nEncrypted (hex): {result}")

elif choice == 'd': hex_text = input("Enter hex string to decrypt: ")

# First convert hex back to encrypted binary data decrypted_hex = xor_encrypt_decrypt(hex_to_text(hex_text), key)

# Then convert hex to readable text decrypted_text = hex_to_text(decrypted_hex)

print(f"\nDecrypted: {decrypted_text}")

else: print("Invalid choice. Please enter 'e' or 'd'.")

if __name__ == "__main__": main()

Though ideal for learning purposes, these examples are not suitable for “prime-time” due to the code-breaking ability of modern computers. Note that in all of these examples we use the same key for both encryption and decryption, whether it is a key word, an offset value, or a numeric value for the XOR technique. This is considered symmetric encryption and decryption. The disadvantage is that two parties (at minimum) must share the same key. The sad truth is that the more people who share a secret, the more likely it is to leak out. This of course is why you should never share your passwords with anyone.

More sophisticated encryption techniques use asymmetric cryptography. Here is a description of the differences between symmetric and asymmetric encryption.

Symmetric Encryption

How it works:


	Uses the same key for both encryption and decryption


	Think of it like a physical lock where everyone who needs access has the exact same key




Key characteristics:


	Fast and efficient (good for encrypting large amounts of data)


	Simple conceptually - the same secret opens and locks the data


	Examples: AES, DES, the XOR cipher we just looked at




The challenge: The big problem with symmetric encryption is key distribution. If Alice wants to send Bob an encrypted message, they must first agree on a secret key. But how do they securely share this key in the first place? If they send it over an insecure channel, an eavesdropper could intercept it.

Asymmetric Encryption (Public Key Cryptography)

How it works:


	Uses two mathematically related keys: a public key and a private key


	What one key encrypts, only the other key can decrypt




Key distribution:


	Public key: Shared openly with everyone


	Anyone can encrypt messages using this key


	Cannot be used to decrypt messages it encrypted


	Can be posted online, shared in emails, etc.





	Private key: Kept secret by the owner


	Only this key can decrypt messages encrypted with its matching public key


	Must be kept secure and never shared


	If lost, all data encrypted with the corresponding public key becomes inaccessible







Who gets which key:


	Each person generates their own public-private key pair


	Everyone keeps their own private key secret


	Everyone shares their public key with anyone who wants to send them encrypted messages




Real-world Example

Let's say Bob wants to receive secure messages:


	Bob generates a public-private key pair


	Bob keeps his private key securely stored on his computer


	Bob shares his public key with Alice (and anyone else)


	Alice uses Bob's public key to encrypt her message


	Alice sends the encrypted message to Bob


	Only Bob can decrypt it using his private key Even if someone intercepts the encrypted message and has access to Bob's public key, they cannot decrypt the message without Bob's private key.




Common Applications


	HTTPS websites: Use asymmetric encryption to establish secure connections


	SSH: Uses public-private key pairs for authentication


	Email encryption (PGP/GPG): Uses asymmetric encryption for secure communication


	Digital signatures: Use private keys to sign documents and public keys to verify signatures Asymmetric encryption solves the key distribution problem of symmetric encryption, but it's computationally more expensive. In practice, many systems use a hybrid approach: asymmetric encryption to securely exchange a symmetric key, then symmetric encryption for the bulk of the data.




As with so many very complex algorithms, most modern computer languages have libraries that are widely accepted for applying generally accepted standards for “industrial-grade” encryption algorithms.

Data compression The purpose of data compression should be self-evident, but there can also be side benefits. One such benefit is quicker data transfer. Data compression can also improve data security by making it more difficult for attackers to read or modify compressed data.

This is because compressed data is often encrypted, which makes it more secure than uncompressed data. Finally, data archiving can be less expensive if one pays based on file size.

A very simple compression technique and easy to understand is “Dictionary Coding”. This technique is better for long documents and offers just minimal compression but can be easily coded, so that makes it useful for teaching. We simply take a text file and each new word that we encounter, we give it a number and substitute that number in the text. When the word occurs again in the text, we substitute the same number for the word. Of course we must save the “dictionary” with the document in the file, so when it is time to decompress the document we replace the numbers with the original words. For example, if we were to compress “the bear went over the mountain” in theory, the dictionary would look something like 1:the 2:bear 3:went 4:over 5:mountain. The compressed document would look like 1 2 3 4 1 5.

Activity – copy and run this Python program to demonstrate Dictionary Coding. It allows the user to modify the coding algorithm to some extent, and prints the original and compressed text, and also gives statistics on the results.

"""

Dictionary Coding Compression Example This program demonstrates a simple implementation of dictionary-based compression for text data. It identifies common words or phrases and replaces them with shorter tokens.

"""

class DictionaryCompression: def __init__(self): self.compression_dict = {} # Maps words to tokens self.decompression_dict = {} # Maps tokens to words self.token_prefix = "§" # Special character to denote tokens self.next_token_id = 1 # Token counter def build_dictionary(self, text, min_occurrences=2, min_length=4):

"""

Builds a compression dictionary from the input text.

Args: text (str): The text to analyze min_occurrences (int): Minimum occurrences required to add to dictionary min_length (int): Minimum word length to consider for compression

"""

# Split text into words words = text.split()

# Count word frequencies word_counts = {}

for word in words: if len(word) >= min_length: # Only consider words of sufficient length word_counts[word] = word_counts.get(word, 0) + 1

# Build compression dictionary based on frequency threshold for word, count in word_counts.items(): if count >= min_occurrences: token = f"{self.token_prefix}{self.next_token_id}"

self.compression_dict[word] = token self.decompression_dict[token] = word self.next_token_id += 1

def compress(self, text, build_dict=True, min_occurrences=2, min_length=4):

"""

Compresses text using dictionary substitution.

Args: text (str): Text to compress build_dict (bool): Whether to build a new dictionary or use existing min_occurrences (int): Minimum occurrences for dictionary building min_length (int): Minimum word length for dictionary building Returns: tuple: (compressed_text, dictionary, compression_stats)

"""

original_size = len(text)

# Build dictionary if requested if build_dict: self.build_dictionary(text, min_occurrences, min_length)

# Sort words by length (descending) to replace longer words first

# This prevents partial replacements of longer phrases sorted_words = sorted(self.compression_dict.keys(), key=len, reverse=True)

# Compress the text by replacing words with tokens compressed_text = text for word in sorted_words: token = self.compression_dict[word]

# Use word boundaries to avoid replacing substrings of other words compressed_text = compressed_text.replace(f" {word} ", f" {token} ")

# Handle words at beginning of text compressed_text = compressed_text.replace(f"^{word} ", f"^{token} ")

# Handle words at end of text compressed_text = compressed_text.replace(f" {word}$", f" {token}$")

# Calculate compression statistics compressed_size = len(compressed_text)

dictionary_size = sum(len(k) + len(v) for k, v in self.compression_dict.items())

total_size = compressed_size + dictionary_size compression_stats = {

"original_size": original_size,

"compressed_size": compressed_size,

"dictionary_size": dictionary_size,

"total_size": total_size,

"compression_ratio": original_size / total_size if total_size > 0 else 0,

"space_saving": (original_size - total_size) / original_size if original_size > 0 else 0,

"dictionary_entries": len(self.compression_dict)

}

return compressed_text, self.decompression_dict, compression_stats def decompress(self, compressed_text, dictionary=None):

"""

Decompresses text using the provided dictionary.

Args: compressed_text (str): The compressed text dictionary (dict): Token to word mapping dictionary Returns: str: Decompressed text

"""

if dictionary: self.decompression_dict = dictionary

# Replace all tokens with their original words decompressed_text = compressed_text for token, word in self.decompression_dict.items(): decompressed_text = decompressed_text.replace(f" {token} ", f" {word} ")

# Handle tokens at beginning of text decompressed_text = decompressed_text.replace(f"^{token} ", f"^{word} ")

# Handle tokens at end of text decompressed_text = decompressed_text.replace(f" {token}$", f" {word}$")

return decompressed_text def format_bytes(size):

"""Format byte size with appropriate unit."""

for unit in ['B', 'KB', 'MB']: if size < 1024: return f"{size:.2f} {unit}"

size /= 1024

return f"{size:.2f} GB"

def main(): print("Dictionary Coding Compression Demonstration\n")

# Example text or get text from user sample_text = """The quick brown fox jumps over the lazy dog.

The fox was very quick and brown, while the dog was extremely lazy.

If a quick brown fox jumps over a lazy dog, would the dog wake up?

Perhaps the quick brown fox should avoid the lazy dog altogether.

The lazy dog finally noticed the quick brown fox jumping repeatedly."""

use_sample = input("Use sample text? (y/n): ").lower().startswith('y')

if use_sample: text = sample_text else: print("\nEnter your text (press Enter then Ctrl+D or Ctrl+Z to finish):")

text_lines = []

try: while True: line = input()

text_lines.append(line)

except EOFError: pass text = "\n".join(text_lines)

# Configure compression parameters min_occurrences = int(input("\nMinimum word occurrences (default 2): ") or 2)

min_word_length = int(input("Minimum word length to compress (default 4): ") or 4)

# Perform compression compressor = DictionaryCompression()

compressed_text, dictionary, stats = compressor.compress(

text, min_occurrences=min_occurrences, min_length=min_word_length

)

# Display original text print("\n" + "="*50)

print("ORIGINAL TEXT")

print("="*50)

print(text)

# Display results print("\n" + "="*50)

print("COMPRESSION RESULTS")

print("="*50)

print(f"\nOriginal text size: {format_bytes(stats['original_size'])}")

print(f"Compressed text size: {format_bytes(stats['compressed_size'])}")

print(f"Dictionary size: {format_bytes(stats['dictionary_size'])}")

print(f"Total size after compression: {format_bytes(stats['total_size'])}")

print(f"Compression ratio: {stats['compression_ratio']:.2f}x")

print(f"Space saving: {stats['space_saving']*100:.2f}%")

print(f"Dictionary entries: {stats['dictionary_entries']}")

print("\n" + "="*50)

print("DICTIONARY")

print("="*50)

for token, word in sorted(dictionary.items()): print(f"{token}: {word}")

print("\n" + "="*50)

print("COMPRESSED FILE (Dictionary + Compressed Text)")

print("="*50)

# Create a representation of what would be stored in a compressed file

# Format: {token}:{word};{token}:{word};...||{compressed_text}

dictionary_str = ";".join([f"{token}:{word}" for token, word in dictionary.items()])

compressed_file = f"{dictionary_str}||{compressed_text}"

print(compressed_file)

# Test decompression decompressed = compressor.decompress(compressed_text)

print("\n" + "="*50)

print("DECOMPRESSION VERIFICATION")

print("="*50)

if decompressed == text: print("✓ Decompression successful - original text recovered exactly!")

else: print("✗ Decompression failed - text doesn't match original")

if __name__ == "__main__": main()

As you can see from the statistics in the results; as simple as the process is, the compression benefit is very low. If we compress at the actual bit level rather than the word or even character level, we can achieve a much better compression. One such compression is Huffman coding. Huffman coding is a lossless data compression algorithm that is widely used for compressing data in various applications such as images, audio, video and text files. It was invented by David A. Huffman at MIT in 1952.

Huffman coding is an elegant compression technique that assigns variable-length codes to symbols based on their frequency of occurrence. Unlike fixed-length encoding where each character uses the same number of bits, Huffman coding uses fewer bits for common characters and more bits for rare ones.

The brilliance of Huffman coding lies in how it creates these codes. It builds a binary tree from the bottom up (remember binary trees?), starting with the least frequent symbols and working upward. This process guarantees that no code is a prefix of another code (the "prefix property"), which means the decoder can unambiguously identify where each code ends and the next begins. For example, consider the decimal number 50. In binary it is 00110010. There is no other way to represent 50 as an integer in binary than this pattern. For multiples of 50, we shift the pattern to the left, for fractions of fifty (ex. 25) we shift the pattern to the right; but the pattern never changes. Complicated, I know. This uniqueness of bit patterns makes the system work.

For example, in English text, the letter 'e' might be represented as '10' (just 2 bits), while the less common 'z' might be '1110101' (7 bits). This frequency-based approach can typically compress text by 40-50%, making it much more efficient than fixed-length encoding for natural language.

The image below is the Huffman binary tree for the phrase, “To be or not to be”



Source: https://commons.wikimedia.org/wiki/File:Huffman_%28To_be_or_not_to_be%29.svg#/media/File:Huffman_(To_be_or_not_to_be).svg

The program below will demonstrate Huffman Coding.

Activity – copy and run this Python program to demonstrate Huffman Coding.

"""

Huffman Coding Demonstration This program demonstrates Huffman coding for text compression.

It builds a Huffman tree based on character frequencies and uses it to encode and decode text.

"""

import heapq from collections import Counter class HuffmanNode:

"""A node in the Huffman tree."""

def __init__(self, char, freq): self.char = char # Character stored at this node self.freq = freq # Frequency of this character self.left = None # Left child self.right = None # Right child

# Define comparison for the priority queue def __lt__(self, other): return self.freq < other.freq def __eq__(self, other): if other is None: return False if not isinstance(other, HuffmanNode): return False return self.freq == other.freq and self.char == other.char def build_huffman_tree(text):

"""

Build a Huffman tree from the given text.

Args: text (str): Input text Returns: HuffmanNode: Root of the Huffman tree

"""

# Count frequencies of each character frequency = Counter(text)

# Create a priority queue of HuffmanNodes priority_queue = [HuffmanNode(char, freq) for char, freq in frequency.items()]

heapq.heapify(priority_queue)

# Build the Huffman tree while len(priority_queue) > 1:

# Get the two nodes with lowest frequency left = heapq.heappop(priority_queue)

right = heapq.heappop(priority_queue)

# Create a new internal node with these two nodes as children

# and with frequency equal to the sum of their frequencies merged = HuffmanNode(None, left.freq + right.freq)

merged.left = left merged.right = right

# Add the new node back to the priority queue heapq.heappush(priority_queue, merged)

# The remaining node is the root of the Huffman tree return priority_queue[0] if priority_queue else None def build_huffman_codes(node, current_code="", codes=None):

"""

Traverse the Huffman tree to build codes for each character.

Args: node (HuffmanNode): Current node in the Huffman tree current_code (str): Code so far (empty string at root)

codes (dict): Dictionary to store character:code mappings Returns: dict: Dictionary mapping characters to their Huffman codes

"""

if codes is None: codes = {}

# Leaf node contains a character if node.char is not None: codes[node.char] = current_code or "0" # Ensure code isn't empty return codes

# Traverse left (add '0')

if node.left: build_huffman_codes(node.left, current_code + "0", codes)

# Traverse right (add '1')

if node.right: build_huffman_codes(node.right, current_code + "1", codes)

return codes def huffman_encode(text, codes):

"""

Encode text using Huffman codes.

Args: text (str): Text to encode codes (dict): Huffman codes for each character Returns: str: Encoded binary string

"""

return "".join(codes[char] for char in text)

def huffman_decode(encoded_text, huffman_tree):

"""

Decode Huffman-encoded text using the Huffman tree.

Args: encoded_text (str): Binary string of encoded text huffman_tree (HuffmanNode): Root of the Huffman tree Returns: str: Decoded text

"""

if not huffman_tree: return ""

# Special case: tree with only one node if huffman_tree.char is not None: return huffman_tree.char * len(encoded_text)

decoded_text = []

current_node = huffman_tree for bit in encoded_text:

# Navigate the tree based on the bit if bit == "0": current_node = current_node.left else: # bit == "1"

current_node = current_node.right

# If we reach a leaf node, we've found a character if current_node.char is not None: decoded_text.append(current_node.char)

# Go back to the root for the next character current_node = huffman_tree return "".join(decoded_text)

def calculate_original_bits(text):

"""

Calculate the number of bits in the original text assuming ASCII encoding.

Args: text (str): Original text Returns: int: Number of bits required for ASCII encoding

"""

return len(text) * 8 # 8 bits per ASCII character def calculate_huffman_bits(encoded_text):

"""

Calculate the number of bits in the Huffman-encoded text.

Args: encoded_text (str): Binary string of encoded text Returns: int: Number of bits in the encoded text

"""

return len(encoded_text)

def print_huffman_codes(codes):

"""

Print Huffman codes in a readable format.

Args: codes (dict): Dictionary mapping characters to their codes

"""

# Sort by code length to show frequency pattern sorted_codes = sorted(codes.items(), key=lambda x: (len(x[1]), x[0]))

print("Huffman Codes (sorted by code length):")

print("-" * 40)

print("Character | Code | Code Length")

print("-" * 40)

for char, code in sorted_codes:

# Handle displaying special characters if char in ['\n', '\t', '\r']: char_display = repr(char)[1:-1] # Remove quotes from repr else: char_display = char if char != ' ' else 'SPACE'

print(f"{char_display:9} | {code:14} | {len(code)}")

def main(): print("Huffman Coding Demonstration\n")

# Example texts showing different patterns for compression examples = [

"hello world",

"abracadabra",

"mississippi river",

"the quick brown fox jumps over the lazy dog"

]

print("Choose an example or enter your own text:")

for i, example in enumerate(examples): print(f"{i+1}. {example}")

print("0. Enter your own text")

choice = input("\nEnter your choice (0-4): ")

# Process user choice if choice == "0": text = input("\nEnter text to compress: ")

elif choice.isdigit() and 1 <= int(choice) <= len(examples): text = examples[int(choice)-1]

else: print("Invalid choice, using first example.")

text = examples[0]

# Build the Huffman tree huffman_tree = build_huffman_tree(text)

if not huffman_tree: print("Error: Empty input text")

return

# Build the Huffman codes codes = build_huffman_codes(huffman_tree)

# Encode the text encoded_text = huffman_encode(text, codes)

# Calculate compression statistics original_bits = calculate_original_bits(text)

huffman_bits = calculate_huffman_bits(encoded_text)

compression_ratio = original_bits / huffman_bits if huffman_bits > 0 else 0

space_saving = (original_bits - huffman_bits) / original_bits * 100 if original_bits > 0 else 0

# Display original text and encoded text print("\n" + "="*50)

print("ORIGINAL TEXT")

print("="*50)

print(text)

print(f"\nLength: {len(text)} characters ({original_bits} bits)")

print("\n" + "="*50)

print("HUFFMAN CODES")

print("="*50)

print_huffman_codes(codes)

print("\n" + "="*50)

print("ENCODED TEXT (BINARY)")

print("="*50)

# Show only a preview if the encoded text is very long if len(encoded_text) > 100: print(encoded_text[:100] + "...")

else: print(encoded_text)

print(f"\nLength: {huffman_bits} bits")

# Display compression statistics print("\n" + "="*50)

print("COMPRESSION RESULTS")

print("="*50)

print(f"Original size (ASCII): {original_bits} bits")

print(f"Compressed size: {huffman_bits} bits")

print(f"Compression ratio: {compression_ratio:.2f}x")

print(f"Space saving: {space_saving:.2f}%")

# Verify the decoding decoded_text = huffman_decode(encoded_text, huffman_tree)

print("\n" + "="*50)

print("DECOMPRESSION VERIFICATION")

print("="*50)

if decoded_text == text: print("✓ Decompression successful - original text recovered exactly!")

else: print("✗ Decompression failed - text doesn't match original")

if __name__ == "__main__": main()




Chapter 9: Constraint Satisfaction Problems

I admit that this topic lies on the outer limits of the subject matter of this e-book but it always fascinated me so I put it in. There are several applications for Constraint Satisfaction solutions but the concept is the same for all of them; namely to find a solution meeting several limitations. For example – suppose you were asked to name all of the two-digit integers that are divisible evenly by nine, and the two-digit added together are equal to nine. In a few minutes you could test each number from to 99 and see if they fit the criteria. Better yet you could write a program with a loop from ten to 99 (x as the counter) with the condition x / 10 plus x MOD 10 equals 9.

for x in range (10,100): if(x//10 + x % 10 == 9): print(x)

Get the picture? Unfortunately, this is an easy one. The constraints in the real world are usually much more complicated, and involve many more variables. Now just as I stated that this topic was on the outer edges of the subject matter, I am further confessing that the best way to address Constraint Satisfaction Problems, like with sophisticated compression and encryption algorithms, it may be best to use accepted and reliable algorithms and worry more about choosing the best for the matter at hand.

Consider this problem for which a Linear Programming solution is appropriate. Incidentally, the word linear in this case means that all numbers move in linear fashion, eg. If a widget costs ten dollars, two widgets cost twenty, one hundred widgets cost one thousand dollars, and so on. There is no “volume discount” nor “economics of scale” nor “bulk purchase” discount, etc.

RMC is a small firm that produces a variety of chemical products. In a particular production process, three raw materials are blended to produce two products, a fuel additive and a solvent base.

For each ton of fuel additive is a mixture of 2/5 tons of material 1 and 3/5 ton of material 3.

For each ton of solvent base, ½ ton of material 1, 1/5 ton of material 2 and 3/10 ton of material 3.

The profit contribution is $40.00 for every ton of fuel additive and $30.00 for each ton of solvent base.

RMC’s production is constrained by a limited availability of the three raw materials. For the current production period they are as follows

Material 1 20 tons

Material 2 5 tons

Material 3 21 tons

The goal is to maximize profits.

The program below uses the library, PuLP which contains functions necessary to solve this problem. Like using the “Solver” add-on in Microsoft Excel or other custom applications written for this purpose, using the tried-and-true Python library rather than trying to reinvent the wheel so to speak. Pay close attention to how the values listed in the problem above appear in the solution; the important part of using Python and the PuLP library is correctly constructing your programmed solution.

Activity – Copy and run this Python program to use Linear Programming to solve the problem above.

from pulp import LpMaximize, LpProblem, LpVariable, LpStatus

# Define the problem model = LpProblem(name="RMC_chemical_production", sense=LpMaximize)

# Define decision variables

# x1 = tons of fuel additive to produce

# x2 = tons of solvent base to produce x1 = LpVariable(name="fuel_additive", lowBound=0)

x2 = LpVariable(name="solvent_base", lowBound=0)

# Objective function: Maximize profit

# $40 profit per ton of fuel additive and $30 profit per ton of solvent base model += 40 * x1 + 30 * x2, "Total_Profit"

# Constraints on raw materials

# Material 1: Fuel additive uses 0 tons and solvent base uses 1/2 ton per ton produced model += 0.4 * x1 + 0.5 * x2 <= 20, "Material_1_Constraint"

# Material 2: Fuel additive uses 2/5 tons and solvent base uses 1/5 ton per ton produced model += 0 * x1 + 0.2 * x2 <= 5, "Material_2_Constraint"

# Material 3: Fuel additive uses 3/5 tons and solvent base uses 3/10 ton per ton produced model += 0.6 * x1 + 0.3 * x2 <= 21, "Material_3_Constraint"

# Solve the model model.solve()

# Print the results print(f"Status: {LpStatus[model.status]}")

print("\nOptimal Production Plan:")

print(f"Produce {x1.value():.2f} tons of fuel additive")

print(f"Produce {x2.value():.2f} tons of solvent base")

print(f"\nTotal Profit: ${model.objective.value():.2f}")

# Print resource utilization material1_used = 0 * x1.value() + 0.5 * x2.value()

material2_used = 0.4 * x1.value() + 0.2 * x2.value()

material3_used = 0.6 * x1.value() + 0.3 * x2.value()

print("\nResource Utilization:")

print(f"Material 1: {material1_used:.2f} tons used out of 20 tons available")

print(f"Material 2: {material2_used:.2f} tons used out of 5 tons available")

print(f"Material 3: {material3_used:.2f} tons used out of 21 tons available")

Another example of Constraint Satisfaction Problems with a slightly different twist is the classic Knapsack Problem. The Knapsack Problem is a classic optimization problem in computer science and operations research. Given a set of items, each with a weight and a value, determine the most valuable combination that can fit into a knapsack with limited capacity to maximize total value without exceeding the weight limit. It's NP-hard, meaning no efficient exact algorithm is known for general cases, but several approximation algorithms and dynamic programming solutions exist for specific scenarios.

Years ago there was a television program called Supermarket Sweep. The premise of the show was similar to the Knapsack Problem as contestants would run a shopping cart through the aisles of a supermarket piling as much as they could into a shopping cart. The goal was to achieve the highest value of groceries. In this case the capacity of the shopping cart was the limiting factor. In our example, weight will be the limiting factor; the same concept though.

In our example we will assume there are several items with various weights and values. Note that the weights are independent of the values so one cannot just assume to start with the highest weight objects should be chosen first. Below is a set of object weights and corresponding values.

weights = [23, 26, 20, 18, 32, 27, 29, 26, 30, 27]

values = [505, 352, 458, 220, 354, 414, 498, 545, 473, 543]

We will assume a weight capacity of 67 lbs. Again, our goal is to determine the highest value given the weight constraint. Run the program to determine the solution.

Activity – copy and run this Python program to determine the solution.

def knapsack(weights, values, capacity, n):

# Create a 2D table to store the maximum value that can be achieved

# with weight w and n items dp = [[0 for _ in range(capacity + 1)] for _ in range(n + 1)]

# Build the table in bottom up manner for i in range(n + 1): for w in range(capacity + 1): if i == 0 or w == 0: dp[i][w] = 0

elif weights[i-1] <= w:

# Take the maximum of including or excluding the current item dp[i][w] = max(values[i-1] + dp[i-1][w-weights[i-1]], dp[i-1][w])

else:

# If current item's weight is more than capacity, exclude it dp[i][w] = dp[i-1][w]

# Find the items that were selected selected_items = []

w = capacity for i in range(n, 0, -1): if dp[i][w] != dp[i-1][w]: selected_items.append(i)

w -= weights[i-1]

return dp[n][capacity], selected_items[::-1]

# Given parameters weights = [23, 26, 20, 18, 32, 27, 29, 26, 30, 27]

values = [505, 352, 458, 220, 354, 414, 498, 545, 473, 543]

capacity = 67

n = len(weights)

# Solve the knapsack problem max_value, selected_items = knapsack(weights, values, capacity, n)

# Print results print(f"Maximum value achievable: {max_value}")

print("Selected items (1-based indexing):", selected_items)

print("\nSelected items details:")

for item in selected_items: print(f"Item {item}: Weight = {weights[item-1]}, Value = {values[item-1]}")
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4 // Define variables of different types
5 int int_var = 42; // 32-bit integer
6 float float_var = 3.14;  // 32-bit float
7 char stringvar[] = "Hello"; // Array of chars, null-terminated

Output:

// Print values

printf("Integer value: %d\n", int_var);
printf("Float value: %f\n", float_var);
printf("String value: %s\n', string_var:

// Show memory addresses using pointers
printf("\nMemory locations:\n");

printf('int_var address: %p\n", (void*)&int_var);
printf("float_var address: ¥p\n", (void*)&float_var);
printf('string_var address: ¥p\n", (void*astring_var);

// Show how pointers can access the values
int* int_ptr = &int_var;

float* float_ptr = &Float_var;

char* string_ptr = string_var; // Array nane already acts as pointer

printf("\nAccessing via pointers:\n");
printf("Integer via pointer: %d\n", *int_ptr);
printf("Float via pointer: %f\n", *float_ptr);
printf("String via pointer: ¥s\n', string_ptr);

return 0;

Integer value: 42
Float value: 3.140000
String value: Hello

Memory locations:

int_var address: @x7ffcd1f54e90
float_var address: 0x7ffcd1f54e94
string_var address: @x7ffcdlfSdeb2

Accessing via pointers:
Integer via pointer: 42
Float via pointer: 3.140000
string via pointer: Hello
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